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ABSTRACT

Unmanned Aerial Vehicles (UAVs) are increasingly deployed in complex, dynamic environments

for applications such as urban air mobility, surveillance, emergency response, and package de-

livery. Safe autonomous navigation in airspace shared with non-cooperative dynamic obstacles,

such as birds, unregistered drones, and other uninformed aerial agents, remains a fundamental

challenge in aerial robotics. Existing motion planning methods are constrained by significant

limitations that undermine their effectiveness in real-world scenarios. First, they often rely on

linear or constant-velocity motion models that do not capture the nonlinear and context-dependent

behavior of dynamic obstacles, which can lead to delayed or inadequate avoidance maneuvers.

Second, most trajectory planning frameworks lack modularity, treating obstacle prediction and

planning as separate processes, which hinders proactive decision-making and limits the integration

of advanced prediction models. Third, the absence of standardized benchmarking infrastructure

to characterize the platform-level uncertainties such as actuator nonlinearities, estimator drift,

and battery-dependent thrust degradation on resource-constrained aerial systems, that affect the

perception-prediction-planning pipeline.

This dissertation addresses these limitations through four contributions within a modular frame-

work for uncertainty-aware UAV trajectory planning. First, POF+MADER integrates a decentral-

ized Kalman filter-based Probabilistic Obstacle Filter with optimization-based trajectory planners,

replacing the assumption of perfect obstacle trajectory knowledge with real-time uncertainty-aware

forecasts embedded as dynamic constraints. Evaluation across 800 simulation runs yields a 38.75%

improvement in success rate with a 0.8% increase in navigation time, and hardware experiments

on Crazyflie 2.1 UAVs show a 25% reduction in collision rate under realistic sensing condi-

tions. Second, SynTraG introduces a parametric trajectory generator that produces configurable

three-dimensional corpora of non-cooperative aerial obstacle motion using randomized kinematic

primitives with heteroscedastic noise, and releases 47,894 trajectories to address the lack of public

training data in this domain. Building on this data foundation, the third contribution, AeroCast,
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combines a Pre-LN Transformer encoder with a Mixture Density Network output head to predict

per-timestep Gaussian mixture distributions over future three-dimensional displacements. On a

hybrid real-and-synthetic corpus of 90,116 sequences spanning nine motion categories, AeroCast

reduces Average Displacement Error and Final Displacement Error by approximately 50% relative

to the strongest recurrent baseline, achieves the lowest negative log-likelihood among all compared

methods, and completes inference in 0.1 ms per sample. Finally, NanoBench introduces a multi-

task benchmark for the Crazyflie 2.1 nano-quadrotor comprising over 170 flight trajectories with

synchronized Vicon ground truth, raw IMU measurements, onboard EKF estimates, PID controller

internals, and motor PWM commands at 100 Hz. NanoBench defines standardized protocols for

system identification, controller benchmarking, and state estimation, and establishes the first open

dataset to jointly expose actuator-level and estimator-level signals with millimeter-accurate external

ground truth on a commercially available nano-scale platform.

These contributions show that uncertainty in autonomous UAV navigation must be addressed

across the full pipeline rather than within any single module. In this dissertation, uncertainty is

treated at the planning level through probabilistic trajectory generation, at the data level through

synthetic corpus construction with realistic localization noise, at the prediction level through

calibrated multi-modal forecasting, and at the platform level through benchmarked characterization

of actuation and estimation effects on resource-constrained hardware.
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CHAPTER I: INTRODUCTION

1.1 Overview

Unmanned Aerial Vehicles (UAVs) are transforming a wide range of industries with autonomous

missions in urban air mobility[5], surveillance[6], search-and-rescue[7], and package delivery[8].

In these applications, UAVs operate in complex and dynamic environments where they must

navigate safely around both static and dynamic obstacles, including vehicles, pedestrians, other

drones, and even birds. These UAVs are therefore required to generate and continuously adapt

trajectories in real time so that collisions are avoided and mission objectives are met.

A major challenge in autonomous UAVs navigation is dealing with dynamic obstacles whose

motion cannot be known in advance. Such obstacles have time-varying, often non-linear, and

context-dependent motion behaviors that are difficult to model [9]. As shown in Figure 1.1,

dynamic obstacles faced by UAVs are typically categorized along two axes; first, cooperative

versus non-cooperative, whether the obstacle shares intent or trajectory information with the UAV,

and second, interactive versus non-interactive, whether the obstacle changes its behavior according

to the UAV’s presence [10]. In real-world applications, UAVs are mostly confronted by non-

cooperative and non-interactive obstacles, such as pedestrians, unregistered drones, or birds, whose

future trajectories are not known in advance and cannot be affected by the UAV’s maneuvers. The

uncertainty associated with these unknown dynamic agents poses a significant risk in safety-critical

missions, where mid-air collisions or crashes can result in harm to people and property. In order

to broaden the practical deployment of UAVs in real-world settings, it is crucial to develop robust,

adaptive, and collision-aware motion-planning algorithms that ensure safe operation, especially in

the presence of non-cooperative and non-interactive dynamic obstacles [11, 12, 13].

Designing reliable UAV trajectories in uncertain and dynamic environments remains a difficult

problem in robotics. Static obstacles can usually be represented as fixed constraints once the

environment is known, but dynamic obstacles require the planner to reason about how the scene

may evolve over time. That requirement becomes particularly demanding when pedestrians, birds,
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Figure 1.1
Categories of the dynamic obstacles. Typically, UAVs encounter non-cooperative non-interactive
dynamic obstacle in their missions, which is the focus of this dissertation.

or other non-cooperative aerial agents change speed or direction abruptly, and even cooperative

vehicles execute maneuvers that are not adequately captured by simple constant-velocity or linear-

motion models [9]. Under these conditions, effective planning cannot rely solely on the current

obstacle state. It must also estimate the obstacle’s likely future position over the next few seconds.

Neglecting that predictive component can be hazardous, especially for UAVs, where high flight

speeds leave little time for corrective action.

A large portion of the existing planning literature addresses this problem reactively, using only

the obstacle’s current position or velocity to guide avoidance decisions [14, 15]. Such strategies

may be adequate in slower or sparsely populated environments, but their reliability degrades when

the time available to prevent a collision is limited [16]. In these settings, the vehicle may oscillate,

adopt overly conservative behavior, or fail to avoid the obstacle altogether because likely future

motion is not incorporated into the planning process [17].

These limitations have made anticipatory planning increasingly important. When predicted

obstacle trajectories are incorporated into the planning loop, the UAV can initiate avoidance ma-

neuvers earlier and produce smoother decisions across the planning horizon. Prior work indicates

that prediction-aware planning can reduce collision risk and improve trajectory efficiency relative to
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purely reactive baselines [18, 19, 20]. Coupling learning-based predictors with optimization-based

planners has demonstrated significant navigation improvements in structured scenarios [20]. For

instance, human motion forecasting reduces pedestrian collisions by up to 43 percent in urban drone

operations [21, 22]. However, the majority of these approaches operate under idealized assumptions

such as perfect obstacle state estimation, disturbance-free environments, and cooperative agent be-

havior. Real-world deployment introduces three critical gaps: 1) sensor degradation in perception

systems (e.g., occlusions, motion blur, weather artifacts, etc.), 2) environmental disturbances (e.g.,

wind gusts, atmospheric turbulence, etc.) distorting obstacle kinematics, and 3) uncertainty prop-

agation from perception to prediction pipelines [23]. These challenges remain largely unaddressed

in current literature, and limits practical UAV deployment in complex scenarios.

The practical need for this research is tied directly to the regulatory trajectory of routine UAV

operations in shared airspace. In June 2025, Executive Order 14307 directed the Federal Aviation

Administration (FAA) to establish a rulemaking pathway for routine Beyond Visual Line of Sight

(BVLOS) operations [24], and the resulting Notice of Proposed Rulemaking, commonly referred

to as Part 108, was issued in August 2025 [25]. A central provision of that proposal requires

unmanned aircraft operating in higher-density airspace or over populated areas to detect and avoid

non-cooperative aircraft, defined as aircraft that do not broadcast their position through ADS-B

Out or an approved electronic conspicuity device [25]. This requirement places the avoidance of

non-cooperative agents, the problem studied in this dissertation, at the center of the safety case that

will govern large-scale UAV deployment.

The broader significance of the problem is reinforced by the operational concepts developed by

NASA and the FAA for managing low-altitude traffic, as shown in Figure 1.2. NASA’s UAS Traffic

Management (UTM) concept of operations identifies the surveillance of non-cooperative vehicles

as one of the inherent limitations that any scalable low-altitude system must accommodate [26],

and the FAA UTM concept of operations similarly requires the ability to detect both cooperative

and non-cooperative traffic in controlled airspace [1]. Applications anticipated under these frame-

works, including package delivery, infrastructure inspection, emergency response, and urban air
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Figure 1.2
FAA Operational context of UTM services [1]. Different layers of airspace and the typical
activities in each of them according to the FAA guidelines.

mobility [27], depend on a UAV’s ability to reason about agents whose intent and future motion are

not shared in advance. Because the residual risk in these settings is dominated by what the vehicle

cannot observe or predict with certainty, methods that quantify and propagate uncertainty across

estimation, prediction, and platform behavior are a prerequisite for meeting the safety expectations

embedded in the emerging regulatory framework rather than an incremental refinement of existing

planners.

This dissertation addresses the above challenges through four research contributions that collec-

tively constitute a modular framework [28, 29] for uncertainty-aware UAV navigation in dynamic

environments. The first contribution introduces a lightweight probabilistic obstacle filter, integrated

with optimization-based multi-agent trajectory planners, that replaces the assumption of perfect a

priori obstacle trajectory knowledge with time-varying, uncertainty-encoded forecasts formulated

as dynamic constraints within the planning optimization. The second contribution develops a
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parametric synthetic trajectory generator that produces configurable, kinematically diverse corpora

of non-cooperative aerial obstacle motion, thereby addressing the absence of publicly available

training and evaluation data for learning-based prediction in the three-dimensional aerial domain.

Building on that data infrastructure, the third contribution presents a probabilistic Transformer-

based prediction architecture that models future obstacle motion as per-timestep Gaussian mixture

distributions, providing downstream planners with calibrated, multi-modal uncertainty estimates

in place of deterministic point forecasts. The fourth contribution provides an open multi-task

benchmark for nano-scale quadrotor dynamics, control, and state estimation, establishing the em-

pirical foundation required to characterize the platform-level uncertainties that propagate through

the perception-prediction-planning pipeline on resource-constrained aerial vehicles.

1.2 Research Objectives

The primary goal of this dissertation is to advance motion planning algorithms for UAVs

operating in complex, dynamic environments characterized by non-cooperative moving obstacles,

with particular attention to the role of uncertainty at the estimation, prediction, and platform levels.

Three principal objectives structure the research.

Objective 1: Real-Time Probabilistic Collision Avoidance. The first objective is to develop

and validate a real-time probabilistic obstacle filter that extends optimization-based trajectory

planners with dynamic obstacle forecasting. The aim is to remove the assumption that obstacle tra-

jectories are known a priori while preserving compatibility with existing planning frameworks such

as MADER and RMADER. The proposed filter must remain lightweight enough for deployment

on standard UAV hardware, account for sensor noise and localization uncertainty, and integrate

with existing planners without altering their underlying optimization formulation. Its effectiveness

is evaluated through large-scale simulation studies against multiple baselines as well as hardware

experiments on physical UAV platforms.

Objective 2: Learning-Based Probabilistic Trajectory Prediction. The second objective is to

develop the data resources and prediction models needed for multi-step probabilistic forecasting of

non-cooperative aerial obstacle motion. This objective includes two closely connected components.
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The first is a parametric synthetic trajectory generator that produces configurable three-dimensional

trajectory corpora designed to capture the kinematic diversity of non-cooperative aerial obstacles,

thereby addressing the lack of publicly available datasets for this domain. The second is a prob-

abilistic prediction architecture that maps a finite observation history to a calibrated distribution

over future obstacle motion, enabling risk-aware downstream planning while maintaining inference

speeds compatible with onboard deployment.

Objective 3: Uncertainty-Aware Evaluation and Platform Benchmarking. The third ob-

jective is to address uncertainty at the platform level through the development of a benchmark

dataset and evaluation framework for nano-scale quadrotors. The benchmark is intended to support

reproducible comparison of system identification, control, and state estimation methods under the

aerodynamic and actuation constraints specific to sub-50 g aerial vehicles. In this way, the ob-

jective connects algorithm development with physical deployment by providing a structured basis

for measuring and analyzing the hardware-level uncertainties that influence the full perception-

prediction-planning pipeline on resource-constrained UAV systems.

1.3 Mapping of Objectives to Contributions

The three research objectives of Section 1.2 are achieved through the four contributions summa-

rized in Section 1.1. Table 1.1 shows the mapping of objectives to contributions, with an additional

column that records the secondary role each contribution plays in the platform-level uncertainty

(objective 3).

POF+MADER directly serves Objective 1 by extending optimization-based planners with real-

time probabilistic obstacle forecasts, and it also produces the perception-uncertainty characteriza-

tion that informs Objective 3. SynTraG and AeroCast jointly serve Objective 2. SynTraG supplies

the configurable three-dimensional training corpus that the domain otherwise lacks, and AeroCast

converts a finite observation history into a calibrated, multi-modal forecast suitable for risk-aware

planning. Both contribute to Objective 3 by exposing, respectively, the behavioral stochasticity

of non-cooperative motion and the calibration quality of learned predictors. NanoBench is the

primary contribution to Objective 3, establishing the standardized platform-level characterization
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Table 1.1
Mapping of dissertation objectives to contributions

Objective Primary
Contribution(s) Chapter(s) Secondary Support to

Platform-Level (Objective 3)

Objective 1: Real-Time
Probabilistic Collision Avoidance POF+MADER Ch. 3 Provides perception-uncertainty

characterization for Objective 3

Objective 2: Learning-Based
Probabilistic Trajectory

Prediction

SynTraG;
AeroCast Ch. 4; Ch. 5 Exposes behavioral stochasticity and

predictor calibration for Objective 3

Objective 3: Uncertainty-Aware
Evaluation and Platform

Benchmarking
NanoBench Ch. 6 —

of actuation, estimation, and battery-coupled effects on a resource-constrained vehicle that any

uncertainty-aware deployment must account for.

1.4 Computational and Hardware Requirements

This subsection clarify the resources required to reproduce and deploy each contribution,

Table 1.2 summarizes the hardware used at the most demanding stage of each method together with

the corresponding compute footprint. The figures are reported for the configurations evaluated

in Chapters 3 through 6 and are intended as practical guidance rather than as formal complexity

bounds. Two observations follow. The learning-based predictor is the only contribution that requires

a GPU, and even there a single workstation-class accelerator with 8 GB of memory is sufficient. The

remaining contributions, namely the planner, the data generator, and the benchmark acquisition

pipeline, run on a single commodity laptop CPU, which keeps the full pipeline accessible without

specialized infrastructure.

Onboard execution on the nano-scale platform itself is restricted to the firmware control and

estimation loop running on the Cortex-M4 processor described in Chapter 6, so the planning

and prediction components are evaluated on host hardware in line with the platform constraints

discussed in Section 1.5.
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Table 1.2
Approximate hardware and computational requirements per contribution

Contribution Stage Hardware Platform Approximate Requirement

POF+MADER
(Ch. 3)

Planning
(Execute)

CPU only, 12th Gen Intel
Core i7-12700H laptop, Ubuntu

20.04 / ROS Noetic; no GPU

Real-time planning in simulation and
on a host PC for hardware flights;

onboard nano-scale compute is
insufficient

SynTraG (Ch. 4) Data
Generation

CPU only, i7-12700H,
single-threaded; no GPU, no

training
∼47,894 sequences in ∼10 s

AeroCast (Ch. 5) Training Single NVIDIA RTX A2000
(8 GB); PyTorch

∼8 h for 300 epochs; 13.15 M
parameters; 54.0 MB

AeroCast (Ch. 5) Inference
(Execute)

Single NVIDIA RTX A2000
(8 GB), batch size 1

0.1 ms per sample, well within a
100 Hz prediction loop

NanoBench
(Ch. 6)

Data
Acquisition

Crazyflie 2.1 (STM32F405,
168 MHz, 192 kB) with

i7-12700H host running ROS 1
and a 12-camera Vicon system

Synchronized logging at 100 Hz; no
GPU; typical desktop-class host

1.5 Assumptions, Scope, and Limitations

The contributions in this dissertation are developed under a common set of assumptions that

define the scope of the work and the conditions under which the reported results are expected to

hold. First, the dynamic obstacles considered throughout are non-cooperative and non-interactive,

meaning that they neither share intent or trajectory information with the UAV nor alter their

behavior in response to the UAV’s presence. Cooperative coordination protocols and interaction-

aware obstacle models are therefore outside the scope of this study. Second, physical validation is

conducted in a controlled indoor environment instrumented with a Vicon motion capture system,

which supplies external six-degree-of-freedom pose at millimeter accuracy. The detection and

perception front-end is consequently assumed to be available, and the dissertation concentrates on

the uncertainty that arises in estimation, prediction, and platform behavior downstream of detection

rather than on the detection problem itself. Outdoor flight, GPS-based estimation, and vision-based

perception are not treated here and are identified as future extensions.

Third, all hardware experiments use a single nano-scale platform, the Crazyflie 2.1, and tra-
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jectory planning is executed off-board on a host computer because the onboard processor cannot

accommodate the planning workload in real time. Results obtained at the nano scale, particularly

those concerning actuation nonlinearity, battery-coupled thrust, and estimator behavior, are spe-

cific to sub-50 g vehicles and are not assumed to transfer without modification to larger platforms.

Fourth, the prediction and planning components are evaluated under single-obstacle conditions,

and multi-agent settings that introduce inter-agent dependencies are left to future work. Within

POF+MADER, obstacle motion is modeled with a constant-velocity Kalman formulation and Gaus-

sian noise, an assumption appropriate for short-horizon forecasting but not for highly nonlinear or

evasive maneuvers.

A further point of scope concerns integration. This dissertation treats uncertainty as a first-class

quantity across the data, prediction, planning, and platform levels, and it delivers each of these

components as a validated contribution. The unified, end-to-end onboard planner that fuses all four

sources of uncertainty into a single system is not claimed as a delivered result. It is presented as

the principal direction for future work in Section 7.3, and NanoBench is positioned as the platform-

level characterization that such an integration would require. The detailed, contribution-specific

limitations are stated within the respective chapters and consolidated in Section 7.2.

1.6 Thesis Structure

This dissertation is organized into the following seven chapters:

• Chapter 1: Introduction presents the motivation, specific technical challenges, research

objectives, contributions, and the mapping between contributions and objectives.

• Chapter 2: Background reviews the theoretical foundations relevant to this dissertation:

optimization-based multi-agent trajectory planning, Kalman filtering and probabilistic state

estimation, deep learning sequence models (Transformers, RNNs, MDNs), uncertainty quan-

tification in prediction, and UAV dynamics and control.

• Chapter 3: POF-MADER presents the Probabilistic Obstacle Filter and its integration with

MADER and RMADER, addressing Objective 1 and the perception-uncertainty component
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of Objective 3. Chapter 3 corresponds to the paper: “POF-MADER: Trajectory Planner

in Dynamic Environments with Improved Collision Avoidance,” published in IEEE Access,

vol. 13, 2025.

• Chapter 4: SynTraG presents the synthetic trajectory generator for non-cooperative dynamic

obstacles, supporting Objective 2 and the behavioral-stochasticity component of Objective 3.

Chapter 4 corresponds to the paper: “SynTraG: A Synthetic Trajectory Generator for Non-

Cooperative Dynamic Obstacles in UAV Navigation,” published in Advances in Automation

and Robotics Research, Springer, 2026.

• Chapter 5: AeroCast presents the Transformer-MDN probabilistic trajectory predictor, fulfill-

ing Objective 2 and contributing calibrated behavioral uncertainty modeling for Objective 3.

Chapter 5 corresponds to the paper: “AeroCast: Probabilistic 3D Trajectory Prediction for

Non-Cooperative Aerial Obstacles via Transformer-MDN Architecture,” submitted to IEEE

Transactions on Aerospace and Electronic Systems, 2026.

• Chapter 6: NanoBench presents the multi-task nano-quadrotor benchmark, addressing the

platform-level uncertainty component of Objective 3. Chapter 6 corresponds to the paper:

“NanoBench: A Multi-Task Benchmark for Nano-Scale Quadrotors,” submitted to IEEE

RA-L, 2026.

• Chapter 7: Conclusion summarizes the key findings, states the limitations of each con-

tribution, and outlines future research directions, including full end-to-end integration of

perception, environmental, and behavioral uncertainties into a unified onboard uncertainty-

aware planner.

Each of Chapters 3 through 6 is based on a peer-reviewed publication and is largely self-

contained. Minor adaptations have been made to notation and cross-referencing for consistency

within the dissertation. All datasets, code, and evaluation scripts are publicly available at the

respective repository links cited in each chapter.
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1.7 Related Publications

The peer-reviewed publications that form the core contributions of this dissertation are listed in

Table 1.3. Additional publications completed during the doctoral program are listed in Table 1.4.

Table 1.3
Core Dissertation Publications

# Title Venue Year Status Relation to
Thesis

1
POF+MADER: Trajectory Planner

in Dynamic Environments with
Improved Collision Avoidance

IEEE Access, vol. 13 2025 Published Chapter 3;
Objective 1

2

SynTraG: A Synthetic Trajectory
Generator for Non-Cooperative

Dynamic Obstacles in UAV
Navigation

Advances in Automation
and Robotics Research,

Springer
2026 Published Chapter 4;

Objective 2

3

AeroCast: Probabilistic 3D
Trajectory Prediction for

Non-Cooperative Aerial Obstacles
via Transformer-MDN

Architecture

IEEE Transactions on
Aerospace and Electronic

Systems
2026 Under

Review
Chapter 5;
Objective 2

4
NanoBench: A Multi-Task
Benchmark for Nano-Scale

Quadrotors
IEEE RA-L 2026 Under

Review
Chapter 6;
Objective 3

Table 1.4
Additional Publications During the Doctoral Program

# Title Venue Year Status

5 Coaxial Modular Aerial System and the
Reconfiguration Applications

Proc. IEEE International
Conference on Robotics and

Automation (ICRA)
2023 Published

6
Autonomous Navigation and Mapping of

Water Channels in a Simulated
Environment Using Micro-Aerial Vehicles

Proc. International Conference on
Robotics and Automation in

Industry (ICRAI)
2023 Published

7 Autonomous Navigation and Mapping of
Snake Robot for Urban Search and Rescue

Proc. International Conference on
Robotics and Automation in

Industry (ICRAI)
2023 Published
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CHAPTER II: BACKGROUND AND LITERATURE REVIEW

2.1 Optimization-Based Trajectory Planning for UAVs

This section reviews the trajectory planning methods that form the algorithmic foundation for the

collision avoidance framework developed in Chapter 3. The discussion proceeds from global and

local planning paradigms through polynomial trajectory optimization to multi-agent coordination,

establishing the technical context against which the contributions of this dissertation are positioned.

2.1.1 Global and Local Planning Paradigms

UAV path planning methods can be broadly divided into global and local approaches. Global

planners such as 𝐴∗ [30] and Rapidly-exploring Random Trees (𝑅𝑅𝑇∗)[31] compute obstacle-free

trajectories over a known map and can provide optimality or asymptotic optimality guarantees.

However, these methods assume complete prior knowledge of the environment and can be com-

putationally expensive in high-dimensional configuration spaces, making them less suitable for

environments that change during execution [32].

Local reactive planners address this limitation by leveraging real-time sensor data to adjust

trajectories online. The Dynamic Window Approach (DWA) searches the space of feasible velocity

commands to select collision-free motions at each control cycle [32]. Artificial potential field

methods generate repulsive forces around obstacles and attractive forces toward the goal, producing

smooth reactive behavior at low computational cost. These methods respond quickly to environ-

mental changes but operate with a limited look-ahead horizon, which can lead to myopic decisions,

oscillatory behavior, or entrapment in local minima when navigating through dense or fast-moving

obstacle fields [32].

2.1.2 Polynomial Trajectory Optimization

For UAVs that satisfy the differential flatness property, trajectory planning can be formulated

as a constrained optimization problem over polynomial curve representations. In this setting, the

objective is typically defined in terms of a smoothness functional, such as the integrated squared jerk

or snap, subject to kinematic bounds on velocity and acceleration, boundary conditions imposed by
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the initial and final states, and spatial constraints that restrict the trajectory to collision-free regions

of the workspace [33]. By representing the trajectory as a sequence of piecewise polynomials,

commonly parameterized using B-spline or Bernstein bases, the original continuous-time problem

is transformed into a finite-dimensional optimization over the locations of the control points [34].

This formulation is well suited to solution by nonlinear programming methods and yields smooth,

dynamically feasible trajectories that can be executed in real time on UAV platforms.

2.1.3 Multi-Agent Coordination and Collision Avoidance

In multi-agent settings, each UAV must plan trajectories that avoid not only static and dynamic

obstacles but also the trajectories of other agents. Centralized approaches jointly optimize all

agent trajectories but scale poorly with the number of agents. Decentralized methods allow each

agent to plan independently while coordinating through shared trajectory commitments or velocity

constraints. The Optimal Reciprocal Collision Avoidance (ORCA) framework [35], for instance,

computes velocity-space half-planes that guarantee collision-free motion for each agent under the

assumption that all agents share the same avoidance protocol.

Optimization-based decentralized planners such as MADER [2] and its communication-robust

extension Robust-MADER [3] achieve collision avoidance through separating hyperplane con-

straints between the convex hulls of planned trajectory segments. Each agent broadcasts committed

trajectory segments and incorporates the commitments of neighboring agents as constraints in its

local optimization. EGO-Swarm [4] offers an alternative decentralized approach using gradient-

based B-spline optimization with onboard sensing. These frameworks have demonstrated strong

performance in cooperative multi-agent scenarios. However, they either assume perfect knowledge

of dynamic obstacle trajectories or treat dynamic obstacles as quasi-static, reacting to their current

positions without forecasting future motion. This limitation motivates the predictive extension

developed in Chapter 3, which integrates probabilistic obstacle forecasts into the optimization

formulation as time-varying constraints.
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2.2 Probabilistic State Estimation and Filtering

Trajectory planning in dynamic environments requires accurate and timely estimates of obstacle

states, including position and velocity, from noisy and incomplete sensor measurements. This

section reviews the Bayesian filtering framework and its Kalman Filter instantiation, which underpin

the obstacle tracking module in Chapter 3 and the onboard state estimation evaluated in Chapter 6.

2.2.1 Bayesian Filtering Framework

Bayesian filtering is a framework for estimating the state of a system when both the dynamics

and the measurements are uncertain [36]. At each timestep, the filter alternates between two stages.

In the prediction stage, the current state estimate is propagated forward through the process model

to obtain a prior belief about the next state. In the update stage, that prior is corrected using

the latest sensor observation through Bayes’ rule to produce a posterior estimate. Repeating this

predict-update cycle allows the filter to maintain a probabilistic description of the system state

while accounting for both process noise and measurement noise.

2.2.2 The Kalman Filter

For linear systems with Gaussian noise, Kalman filter provides the minimum mean-squared

error state estimate [37]. The filter represents the belief over the system state as a Gaussian

distribution characterized by a mean vector and a covariance matrix. In the prediction stage, the

mean is propagated forward through the state transition model, and the covariance is updated to

account for the accumulation of process uncertainty. In the update stage, the prior estimate is

corrected using the innovation, that is, the discrepancy between the actual measurement and the

predicted measurement. The Kalman gain determines how strongly the correction should weight

the observation relative to the model prediction, based on their respective uncertainties. After this

update, the posterior covariance is generally smaller than the prior covariance which indicates the

reduction in uncertainty gained from the new measurement.

The computational cost of the KF scales cubically with the state dimension as a consequence of

the matrix inversions that are needed to compute the Kalman gain, but for the low-dimensional state
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spaces such as for obstacle tracking (six-dimensional position and velocity), this cost of matrix

inversion is negligible. In UAV applications, the tracked state often includes only position and

velocity, making the filter computationally lightweight enough for real-time deployment. This is

particularly useful when a vehicle must track several obstacles at once under onboard resource

limits. In Chapter 3, this idea is used in a decentralized manner, where each agent runs a separate

Kalman filter for every obstacle detected within its sensing range.

2.2.3 Extended Kalman Filter

The standard KF is based on linear dynamics and observation models which are not true for

many practical systems. The Extended Kalman Filter (EKF) is the extension of the Kalman Filter’s

framework in the case of nonlinear systems by linearizing the process and measurement models

about the current state estimate using a first-order Taylor expansion [36]. The resulting Jacobian

matrices take the place of the constant transition and observation matrices of the linear KF, and

the predict-update recursion is identical to that of the linear KF. This linearization introduces

approximation errors that may affect the performance in highly nonlinear systems but, for these

simple reasons, the EKF is the most popular estimator in aerial robotics. The Crazyflie 2.1 onboard

state estimator evaluated in Chapter 6 is based on an EKF with external position references on a

168 MHz Cortex-M4 processor at 100 Hz.

2.2.4 Multi-Step Prediction and Uncertainty Growth

Bayesian filters are not limited to one-step estimation; they can also be used to generate short-

horizon forecasts by repeatedly applying the prediction step without incorporating new measure-

ments. As the estimate is propagated forward in open loop, the predicted mean evolves according

to the motion model and the covariance increases with each step. This growth in covariance reflects

the intuitive fact that predictions become less certain as the horizon extends.

For motion planning, that uncertainty information is as important as the predicted trajectory

itself. A planner that receives both the forecasted obstacle positions and their associated covariance

can adapt its behavior according to confidence level. When the prediction is sharp, the planner

can remain less conservative; when uncertainty grows, the planner can enlarge safety margins

15



accordingly. Chapter 3 uses this idea by embedding covariance-inflated safety constraints directly

into the trajectory optimization process.

2.3 Deep Learning for Sequential Data

Trajectory forecasting depends on models that can learn temporal structure from ordered obser-

vations and use that structure to infer future motion. This section reviews the main deep learning

architectures for sequential data that form the basis of the prediction framework presented in

Chapter 5.

2.3.1 Recurrent Neural Networks

Recurrent Neural Networks (RNNs) are designed for sequence modeling by maintaining a

hidden state that is updated over time as each new observation is processed [38]. Because the

hidden state carries information from previous timesteps, the model can in principle use the full

observation history when making predictions. This makes RNNs a natural starting point for

trajectory modeling, where temporal dependencies are central.

In practice, however, standard RNNs are difficult to train over long sequences because of the

vanishing and exploding gradient problem [39]. During backpropagation through time, gradients

are repeatedly multiplied by the recurrent weights, which can cause them to decay toward zero or

grow without bound as the sequence length increases. As a result, standard RNNs often struggle

to capture dependencies that span long temporal horizons.

To address this issue, gated recurrent architectures were introduced. The Long Short-Term

Memory (LSTM) network [40] augments the recurrent state with a cell state and three gates: input,

forget, and output. These gates regulate what information is written, retained, or exposed, making

it easier for the model to preserve useful context across many timesteps. The Gated Recurrent Unit

(GRU) follows a similar idea with a simpler design based on reset and update gates. Since it merges

the cell state and hidden state into a single representation, it uses fewer parameters than the LSTM

while often achieving comparable performance [41].

Even with these improvements, recurrent models remain inherently sequential. The hidden

state at time 𝑡 depends on the hidden state at time 𝑡 −1, which prevents full parallelization across
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the sequence. In addition, the effective path through which information must travel between distant

timesteps still grows with their separation, which makes long-range temporal reasoning more

difficult than desired [42].

2.3.2 Self-Attention and the Transformer Architecture

The Transformer architecture [42] was introduced to address these limitations by removing

recurrence altogether and replacing it with self-attention. Instead of processing the sequence one

element at a time, self-attention allows every position in the sequence to interact directly with every

other position in a single layer. This makes it possible to model long-range dependencies without

the sequential bottleneck of recurrent networks.

Given an input sequence of 𝑇 embeddings, the self-attention mechanism maps each element

into three learned representations: a query, a key, and a value. Attention scores are computed

from the similarity between queries and keys, and these scores are then used to form weighted

combinations of the value vectors. In this way, each timestep can gather information from the most

relevant parts of the sequence, regardless of their distance in time. This formulation provides every

token with direct access to every other token in the sequence, reducing the maximum information

path length from 𝑂 (𝑇) in recurrent models to 𝑂 (1) [42].

Multi-head attention extends this mechanism by running multiple parallel attention operations,

each with independently learned projection matrices, and concatenating the results. This allows

different heads to attend to different types of relationships, such as short-range kinematic continuity

and longer-range maneuver precursors, within the same layer [42]. A standard Transformer encoder

layer consists of a multi-head self-attention sublayer followed by a position-wise feedforward

network, with residual connections and layer normalization applied around each sublayer. Stacking

multiple such layers produces a deep encoder that can represent increasingly abstract temporal

features.

2.3.3 Pre-Layer Normalization

The original Transformer applies layer normalization after each residual addition (Post-LN),

which can lead to training instability in deep encoder stacks due to large variance in the residual
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stream [43]. The Pre-LN variant relocates normalization to the interior of the residual branch,

applying it to the input of each sublayer before the attention or feedforward computation. This

reordering ensures that the residual connection carries an unnormalized signal, which stabilizes

gradient flow and reduces sensitivity to learning rate and initialization choices [43]. Pre-LN

has become the preferred configuration for training deep Transformer encoders without extensive

hyperparameter tuning and is adopted in the prediction architecture described in Chapter 5.

2.3.4 Positional Encoding

Self-attention is permutation-equivariant: without additional information, the attention mech-

anism produces the same output regardless of the order in which tokens are presented. To encode

temporal order, Vaswani et al. [42] introduced sinusoidal positional encodings, fixed vectors added

to the input embeddings whose values are determined by sine and cosine functions of the position

index at different frequencies. These encodings allow the model to distinguish temporal positions

without introducing learnable parameters and have been shown to generalize to sequence lengths

not observed during training [42]. Positional encoding is the sole mechanism by which a Trans-

former encoder preserves the temporal structure of the input, and its removal has been shown

to significantly degrade prediction accuracy at longer horizons, as demonstrated empirically in

Chapter 5.

2.4 Probabilistic Prediction and Mixture Density Networks

Deterministic trajectory forecasts collapse the distribution of possible future obstacle positions

into a single predicted path. For safety-critical planning, this representation is insufficient: a

planner that receives only a point forecast cannot distinguish between situations where the predicted

trajectory is highly certain and situations where the obstacle may follow one of several plausible

futures. This section reviews the probabilistic output representations and training methodologies

that enable a prediction model to produce calibrated uncertainty estimates alongside its forecasts.
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2.4.1 Gaussian Mixture Models

A Gaussian Mixture Model (GMM) represents a distribution as a weighted combination of 𝐾

Gaussian components [44]. Each component is defined by its own mean, covariance, and mixture

weight, with the weights constrained to be non-negative and to sum to one. This representation

is useful because it can capture distributions that are not well described by a single Gaussian,

including cases where probability mass is concentrated around several distinct regions. For tra-

jectory prediction, those regions can be interpreted as different plausible future behaviors. In

that setting, each mixture component corresponds to one possible motion mode, the covariance

describes the uncertainty around that mode, and the mixture weight reflects its relative likelihood.

Compared with a single confidence value, this gives a planner a more informative description of

future uncertainty.

2.4.2 Mixture Density Networks

A Mixture Density Network (MDN) extends this idea by using a neural network to predict

the parameters of a GMM instead of outputting a single deterministic estimate [45]. Given a

learned feature representation, the output layer produces the mean, covariance-related terms, and

mixture weights for each prediction step. In practice, the means are usually generated through

a linear projection, the standard deviations are constrained to be positive through an exponential

or similar activation, and the mixture weights are normalized with a softmax so that they form

a valid distribution. One advantage of the MDN formulation is that it does not depend on a

specific encoder. Any model that produces a compact representation of the observation history can

be coupled with an MDN head, which makes this framework especially suitable for multimodal

trajectory forecasting [46, 47].

2.4.3 Training with Proper Scoring Rules

MDNs are typically trained by minimizing the negative log-likelihood (NLL) of the observed

target under the predicted mixture distribution. When averaged over samples and prediction steps,

this objective encourages the model to assign high probability to the trajectories that actually
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occur. NLL belongs to the class of strictly proper scoring rules, meaning that its expected value

is minimized when the predicted distribution matches the true data-generating distribution [48].

This is an important property because it encourages the model to learn a full predictive distribution

rather than collapsing toward a single average outcome, as often happens with mean-squared error

objectives [48].

At the same time, optimizing NLL alone can lead to undesirable behavior in multi-component

mixtures. A model may learn to spread several components broadly across the output space so

that the target is covered, even if none of the components aligns closely with the actual trajectory.

In practice, this can produce overly diffuse predictions that are statistically acceptable under NLL

but less useful for downstream planning. To reduce this effect, Chapter 5 augments the main NLL

objective with an auxiliary term that encourages the dominant component to remain closer to the

ground-truth trajectory.

2.4.4 Calibration and Expected Calibration Error

In addition to being accurate, a probabilistic model should also be well calibrated. Calibration

refers to the agreement between predicted confidence and observed frequency. For example, if

a model assigns 80% confidence to a set of predictions, then roughly 80% of the corresponding

ground-truth outcomes should fall within the stated confidence region [49]. This is different from

pointwise accuracy. A model may predict the mean trajectory well and still produce uncertainty

bounds that are consistently too narrow or too wide. Prior work has shown that modern deep

networks are often overconfident, assigning stronger confidence to predictions than their empirical

reliability justifies [49].

Expected Calibration Error (ECE) is a common scalar metric used to measure this mis-

match [49]. It is computed by grouping predictions into confidence bins, comparing the predicted

confidence in each bin with the observed frequency of correct outcomes, and then averaging the

discrepancy across bins. An ECE of zero indicates perfect calibration. In trajectory prediction, this

idea is adapted by checking whether the proportion of ground-truth displacements that fall inside

predicted confidence ellipsoids matches the nominal probability assigned to those ellipsoids. For
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that reason, ECE complements trajectory error metrics such as Average Displacement Error (ADE).

A model may achieve a low ADE while still being poorly calibrated, in which case its uncertainty

estimates may be unreliable for planning and safety-critical decision-making.

2.5 Trajectory Prediction for Dynamic Obstacles

Predicting the motion of dynamic obstacles is a key requirement for anticipatory planning. A

planner cannot behave proactively unless it has some estimate of where surrounding agents are likely

to move over the next few seconds. This section reviews trajectory prediction methods ranging

from classical physics-based approaches to modern learning-based models, and then highlights the

gaps in the aerial setting that motivate Chapters 4 and 5.

2.5.1 Classical and Model-Based Prediction

One common approach to obstacle prediction is to assume a simple motion model, such

as constant velocity or constant acceleration, and propagate the current state forward in time

accordingly [50]. When this formulation is combined with a Kalman Filter, it produces both a

nominal future trajectory and an associated covariance that grows over the prediction horizon [36].

Related approaches fit low-order polynomials to recent observations and extrapolate them forward.

These methods are attractive because they are simple, computationally efficient, and often adequate

for short-horizon prediction on resource-constrained systems.

Their main weakness, however, is that they rely on fixed assumptions about how an obstacle

will move. Constant-velocity models are poorly suited for behaviors such as turning, climbing,

descending, or abrupt evasive motion, and polynomial extrapolation typically becomes unreliable

once the prediction horizon extends beyond the data used for fitting. As obstacle behavior becomes

more nonlinear or context dependent, the quality of these forecasts deteriorates quickly. This

limitation is one of the main reasons data-driven prediction methods have become increasingly

important.
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2.5.2 Learning-Based Trajectory Forecasting

Over the last decade, learning-based trajectory prediction has progressed rapidly, largely due to

work in autonomous driving and pedestrian behavior modeling. Early approaches often relied on

recurrent models such as LSTMs, which learned temporal motion patterns directly from observed

trajectory data [51]. Social-LSTM extended this idea by introducing pooling mechanisms that

allow the model to account for nearby agents during prediction [52]. Later work pushed this

further through graph-based models that explicitly represent pairwise or group interactions among

agents [53, 54].

Transformer-based models have more recently demonstrated strong performance on trajectory

prediction benchmarks by leveraging self-attention to capture long-range temporal dependencies

without the sequential bottleneck of recurrent models [55]. Trajectron++ [46] combined graph-

structured recurrence with conditional variational autoencoders to produce dynamically feasible

and interaction-aware forecasts. Generative adversarial networks have also been employed to

produce diverse trajectory samples that cover multiple plausible futures [56, 57]. These methods

have achieved strong results in structured ground-domain settings such as pedestrian walkways,

road intersections, and highway merging scenarios.

2.5.3 Multi-Modal and Probabilistic Prediction

A central requirement for safety-critical planning is that the predictor represent the multi-modal

nature of obstacle behavior. An obstacle approaching a decision point may follow any of several

plausible paths, and a predictor that collapses this distribution into a single trajectory discards

information critical to safe planning. Probabilistic prediction methods address this by outputting

distributions over future trajectories rather than point estimates. Conditional variational autoen-

coders [58, 59, 60] sample from a learned latent space to generate diverse trajectory hypotheses, and

Mixture Density Networks parameterize per-timestep Gaussian mixture distributions that explicitly

represent multiple modes with associated probabilities, as discussed in Section 2.4.

A recurring challenge in multi-modal prediction is calibration. Models that overpredict unlikely

behaviors can cause planners to overreact to low-probability events, while models that underestimate
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tail risks leave the planner exposed to rare but dangerous maneuvers [46]. End-to-end trajectory

distribution prediction on occupancy grids and calibration-focused training objectives represent

recent efforts to align predicted probabilities with empirical outcome frequencies. The calibration-

oriented training protocol developed in Chapter 5 builds directly on these findings.

2.5.4 Prediction in the Aerial Domain

The majority of learning-based trajectory prediction research has focused on ground-domain

scenarios, with datasets such as nuScenes [61] and Waymo Open Motion [62] providing large-scale

training corpora for vehicle and pedestrian forecasting. These datasets constrain motion to planar or

structured environments with lane geometry and social conventions that regularize behavior. The

aerial domain presents fundamentally different challenges. Non-cooperative airborne obstacles such

as birds, erratic drones, or unregistered vehicles move in three dimensions without lane structure or

social norms to constrain their trajectories. Collecting real-world data for these scenarios is difficult

due to the rarity of collision-prone encounters, ethical constraints on wildlife interaction, and safety

hazards during flight operations. To the best of our knowledge, no widely adopted public dataset

of non-interactive, non-cooperative three-dimensional aerial obstacle trajectories existed prior to

this dissertation. This data gap limits the training and evaluation of learning-based predictors for

UAV navigation and directly motivates the development of SynTraG (Chapter 4) and the hybrid

real-and-synthetic training corpus used by AeroCast (Chapter 5).

2.6 Integration of Prediction with Planning

Accurate trajectory prediction alone is insufficient for safe navigation; the predicted information

must be effectively consumed by the planning algorithm. This section reviews how obstacle

forecasts are integrated into trajectory planners and the challenges that arise from this coupling.

2.6.1 Reactive versus Anticipatory Planning

Reactive planning methods respond to the currently observed state of dynamic obstacles without

explicitly reasoning about how those obstacles will move in the near future. Their main advantage

is simplicity: they are typically easy to implement and computationally efficient enough for fast
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replanning. The drawback is that they leave very little temporal margin for avoidance. When

obstacle motion is fast relative to the replanning rate, this can lead to abrupt maneuvers, oscillatory

behavior, or even collisions [17].

Anticipatory planners address this limitation by incorporating predicted obstacle motion into

the planning process. Instead of reacting only when a collision is about to occur, the vehicle can

begin adjusting its trajectory earlier based on how the scene is expected to evolve. Prior work

has shown that this predictive capability can substantially reduce collision rates relative to purely

reactive baselines, with reported improvements ranging from 37 to 63 percent [18, 19]. In addition

to improving safety, the smoother trajectories associated with anticipatory planning can also lead

to better energy efficiency.

2.6.2 Constraint-Based Integration

One common way to combine prediction and planning is to convert predicted obstacle motion

into constraints within a trajectory optimization problem. Under this strategy, the planner does

not treat prediction as a separate module; instead, forecasted obstacle positions directly shape

the feasible region of the optimization. Recent energy-based neural prediction methods [63], for

example, generate multimodal forecasts over a lookahead horizon and translate them into constraint

sets for Model Predictive Control (MPC), enabling proactive navigation in cluttered scenes.

A related line of work uses intent-aware prediction to provide the planner with several candidate

future trajectories rather than a single forecast. In such approaches, vision-based tracking is

combined with intent estimation so that the planner receives multiple hypotheses together with

their relative likelihoods [9]. The resulting optimization can then favor trajectories that remain

safe under the most plausible obstacle behaviors rather than committing to only one deterministic

prediction.

2.6.3 Chance-Constrained and Robust Formulations

When uncertainty is modeled probabilistically, it can be integrated into planning more directly

through chance-constrained formulations [64, 65]. Instead of requiring strict separation under

every possible realization of obstacle motion, these methods enforce that the probability of collision
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remains below a specified threshold. This gives the planner a more flexible mechanism for reasoning

about risk than worst-case approaches, which often become overly conservative.

Another widely used strategy is scenario-based optimization [66]. In this setting, a finite

set of obstacle trajectories is sampled from the predictive distribution, and collision-avoidance

constraints are imposed for each sampled scenario. The original probabilistic problem is thus

recast as a deterministic optimization over multiple realizations of possible obstacle behavior, after

which standard optimization methods can be applied.

2.6.4 The Freezing Robot Problem

A known failure mode of prediction-aware planning is the freezing robot problem, where the

planner becomes so conservative that it stops the vehicle rather than selecting a feasible motion [67].

This often occurs when multimodal predictions are enforced too rigidly. If every possible obstacle

mode is treated as a hard exclusion region, the union of those regions can occupy much of the

workspace and leave the planner with no viable path.

One way to reduce this effect is to weight collision cost by occupancy likelihood rather than

treating all predicted modes equally [67]. Under this approach, the planner can tolerate small risks

associated with unlikely modes while still strongly avoiding high-probability collision regions.

Designing planners that remain both safe and sufficiently non-conservative is still an active research

problem, and it is one of the key motivations for the probabilistic prediction-planning integration

explored in this dissertation.

2.7 Quadrotor Dynamics, Control, and Nano-Scale Considerations

This section reviews the dynamic modeling, control structure, and state estimation foundations

relevant to quadrotor UAVs, with particular emphasis on the additional constraints introduced at

the nano scale. These topics provide the background needed for the hardware studies in Chapter 3

and for the benchmark design in Chapter 6.
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2.7.1 Rigid-Body Dynamics

A quadrotor is commonly modeled as a rigid body with six degrees of freedom evolving on

𝑆𝐸 (3). Its translational dynamics describe how the combined thrust generated by the four rotors,

together with gravity and aerodynamic drag, determines the vehicle’s linear acceleration in the

world frame [68]. The thrust vector is produced in the body frame and mapped to the inertial

frame through the rotation matrix, whereas drag is often modeled as a velocity-dependent term.

The rotational dynamics follow Euler’s rigid-body equation, which relates the torques induced by

differential rotor thrust to angular acceleration and accounts for gyroscopic coupling through the

interaction between angular velocity and angular momentum [68, 69]. This six-degree-of-freedom

model underlies most work on quadrotor simulation, control design, and system identification.

2.7.2 Motor Models and Thrust Mapping

Each motor-propeller unit converts an input (e.g., an electrical signal) into aerodynamic thrust

and reaction torque. The standard model approximates thrust as a quadratic function of rotor

speed [70]. For platforms that provide pulse-width modulation (PWM) commands rather than

direct rotor speed measurements, the mapping from PWM to thrust is usually obtained through

calibration using static load cell data. The torque generated by each rotor is then expressed as

proportional to its thrust, with proportionality constant determined by the propeller geometry. The

relationship between individual motor thrusts and the resulting total body-frame force and torque

is computed by a mixing matrix specified by the arm length and rotor configuration [68].

For nano-quadrotors powered by single-cell lithium polymer batteries, this motor model be-

comes more complicated because thrust degrades as a function of battery voltage. Over the course

of a flight, the battery voltage drops from approximately 4.2 to 3.0 volts, and the maximum achiev-

able thrust decreases nonlinearly over that interval. As a consequence, constant-parameter models

identified at nominal voltage become less accurate as the battery discharges [71]. Chapter 6 ex-

plains this behavior through battery-drain hover trajectories that record synchronized voltage and

kinematic measurements across the full discharge curve.
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2.7.3 Cascaded PID Control

The most widely used control architecture for quadrotors is the cascaded proportional-integral-

derivative (PID) controller [72]. In this architecture, the outer loop uses position and velocity errors

to generate desired thrust and attitude commands, and the inner loop tracks those attitude commands

using orientation and angular-rate feedback. This decomposition is effective because the attitude

dynamics evolve on a faster timescale than the translational dynamics. The inner loop can therefore

stabilize the vehicle rapidly, after which the outer loop regulates trajectory tracking. Because of

its lightweight implementation, cascaded PID control is well suited to embedded platforms with

limited onboard resources [73].

2.7.4 Geometric Control on SE(3)

Geometric control offers an alternative formulation that operates directly on SO(3) and therefore

avoids the singularities and ambiguities associated with Euler-angle representations [33]. In the

Mellinger controller, the desired thrust direction is first determined from the position tracking

objective, and a desired rotation is then constructed from that direction and tracked using a feedback

law defined on the attitude manifold. This formulation is particularly attractive for aggressive

maneuvers, where large rotations can violate the small-angle assumptions that are often implicit in

PID-based controllers. In Chapter 6, both cascaded PID control and the Mellinger controller are

evaluated on the Crazyflie 2.1 under matched experimental conditions in order to compare their

tracking behavior.

2.7.5 Onboard State Estimation

Reliable state estimation is essential for stable closed-loop flight, but nano-scale aerial vehicles

impose strict limits on estimator complexity. Nano-scale quadrotors such as Crazyflie 2.1, onboard

state estimation is performed by a lightweight Extended Kalman Filter running on a 168 MHz

Cortex-M4 processor with 192 kB of SRAM [73]. The estimator fuses measurements from a

six-axis IMU with external position updates, which are typically provided by a motion-capture

system, to estimate position, velocity, and attitude at 100 Hz. More computationally intensive
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approaches, such as visual-inertial odometry pipelines used on larger UAVs, are generally not

feasible on hardware in this class [74].

A meaningful evaluation of onboard estimation performance requires access to both the internal

filter outputs and accurate external ground truth at synchronized timestamps. Without this pairing,

it is difficult to separate estimator error from measurement noise or to compare estimator behavior

across different configurations.

2.7.6 Nano-Scale Platform Constraints

Aerial vehicles with a takeoff mass below 50 g, are defined as Nano-quadrotors. These vehicles

operate under physical constraints that differ in important ways from those of larger UAVs. First,

their coreless DC motors exhibit nonlinear electromechanical behavior, including sensitivity to

back-EMF and wear effects, that is not encountered in the brushless motors commonly used on

heavier platforms [71]. Second, the aerodynamic regime associated with very small propellers

introduces low-Reynolds-number effects, such as laminar separation and tip-vortex interactions,

that are often neglected in standard quadrotor models [75]. Third, because these vehicles rely on

a single-cell LiPo battery, the supply voltage declines continuously during flight, directly coupling

battery state to thrust generation and violating the constant-parameter assumptions used in many

simulation models [76].

These constraints mean that models, controllers, and estimators developed and validated on

platforms weighing hundreds of grams to several kilograms cannot be assumed to transfer to the

nano scale without re-characterization. The NanoBench dataset introduced in Chapter 6 is designed

to support this re-characterization by providing the actuator-level, controller-level, and estimator-

level data required to study nano-quadrotor dynamics under realistic operating conditions.
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CHAPTER III: POF+MADER: TRAJECTORY PLANNER IN DYNAMIC ENVIRONMENTS

WITH IMPROVED COLLISION AVOIDANCE

Abstract

Trajectory planning in dynamic environments is crucial for safe and efficient navigation of

UAVs, particularly in scenarios involving unknown dynamic obstacles. The Trajectory Planner in

Multiagent and Dynamic Environments (MADER) algorithm has been successfully used for this

purpose; however, it assumes perfect knowledge of the future trajectories of the dynamic obstacles.

In practical scenarios, the future trajectory of the obstacles may not be known in advance. To address

this limitation, we propose POF+MADER, an enhanced version that integrates a probabilistic

obstacle filter with adaptive prediction horizons based on obstacle velocity. Our approach integrates

a decentralized real-time Kalman Filter-based trajectory estimation with MADER’s planning core,

eliminating the need for perfect a priori knowledge. We validate our approach through simulations

with sensor noise (𝜎 = 0.2−0.5𝑚 ) to simulate real-world localization uncertainty, with performance

benchmarked against the MADER, Robust-MADER, and Ego-Swarm planner baselines. To further

demonstrate its practical applicability, we conducted real-world experiments on the Crazyflie UAV

platform, comparing its performance to the original MADER algorithm. Results show a 38.75%

collision rate reduction in simulation and a 25% reduction in real-world experiments, without

a significant increase in average navigation time. Furthermore, even in the presence of real-time

sensor-induced noise in obstacle position measurements, our approach consistently outperforms the

baseline planners, demonstrating its robustness in trajectory planning under perception uncertainty.

3.1 Introduction

Unmanned Aerial Vehicles (UAVs) have become increasingly prevalent in various applications

where autonomous navigation in complex and dynamic environments is essential, such as surveil-

lance, agriculture, package delivery, and disaster response [11, 12, 13]. A crucial aspect of UAV

autonomous operation is trajectory planning, which ensures collision-free navigation through static

obstacles (e.g., buildings, towers, tree canopies, and wires) and dynamic obstacles (e.g., pedes-
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Figure 3.3
A typical multi-UAVs multi-dynamic obstacles scenario where the UAVs detect and estimate the
future trajectories of dynamic obstacles.

trians, ground vehicles, balloons, other drones, or even birds). Trajectory planning is especially

challenging when the future motion of obstacles is unknown or uncertain.

Dynamic obstacles encountered by UAVs can be broadly categorized as cooperative (sharing

trajectory or intent information) or non-cooperative (offering no such information), and as interac-

tive (adapting to the UAV’s behavior) or non-interactive (moving independently) [10]. In practical

scenarios, UAVs often face non-cooperative, non-interactive obstacles, such as pedestrians, vehi-

cles, unregistered drones, or even birds, whose future trajectories are not available a priori and may

be affected by sensor noise and environmental uncertainty.

Various approaches in the literature have been proposed to provide UAV trajectories that handle

static obstacles, dynamic obstacles, and interactions with other agents[4, 77, 78]. Among these,

MADER[2] and its communication-relaxed extension, Robust-MADER (RMADER) [3], have
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demonstrated strong performance in handling multiagent systems to avoid dynamic obstacles.

However, both approaches inherently assume that the future trajectories of dynamic obstacles are

perfectly known to the planner. This assumption is rarely satisfied in real-world deployments.

Therefore, during trajectory planning, considering the uncertainties of the dynamic obstacle’s

maneuvers is important for efficiently avoiding collisions. The collision avoidance component is

especially important when flying in dynamic environments, to consistently detect the position of

dynamic obstacles and estimate their future trajectories, as depicted in Fig. 3.3.

To alleviate this limitation of MADER [2] and RMADER [3], in this work, we propose a

Probabilistic Obstacle Filter (POF) coupled with the MADER and RMADER algorithms, based on

the Kalman Filter (KF)[79] to estimate the future trajectories of non-cooperative, non-interactive

dynamic obstacles in real-time. We call this extension POF+MADER. Unlike prior approaches

that either require perfect knowledge [2, 3] or rely on computationally intensive learning-based

predictors [80], POF+MADER adaptively predicts obstacle motion based on observed velocities

and uncertainties, and enable robust, real-time trajectory planning on resource-constrained UAV

platforms.

The main contributions of this chapter can be summarized as follows:

• Real-time Dynamic Obstacle Prediction: We introduce a decentralized lightweight proba-

bilistic obstacle filter to track moving obstacles and extrapolate their future trajectories. This

relaxes the restrictive assumption of perfect future knowledge in optimization-based trajec-

tory planners such as MADER and RMADER. Our filter dynamically adjusts the prediction

horizon based on observed obstacle velocities and incorporates uncertainty into the planning

process.

• Robust Collision Avoidance in Dynamic Environments: We integrate the probabilistic obsta-

cle filter with MADER’s trajectory optimizer to develop POF + MADER (or POF+RMADER

if integrated with RMADER), which formulates the predicted obstacle states and their asso-

ciated uncertainties as dynamic, time-varying constraints within the MADER optimization

problem. POF-integrated methods transform the planners from being purely reactive to
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proactively generating collision-free trajectories that account for most probable future tra-

jectories of the dynamic obstacles. To comprehensively evaluate their robustness, these

planners are tested against a representative suite of four motion models: straight-line for

predictable paths, sinusoidal for oscillatory maneuvers, vertical wave for altitude variations,

and trefoil-knot for complex, looped evasions. These canonical motion models serve as

parametric approximations of challenging real-world behaviors, such as the flight patterns

of birds or other non-cooperative drones. Across these scenarios, POF-integrated methods

demonstrated significantly lower collision rates compared to the baselines.

• Experimental Validation and Benchmarking: We provide a comprehensive benchmark of

our hybrid architecture in simulation, against the MADER, RMADER, and the state-of-the-

art EGO-Swarm [4] baselines. Our analysis also considers sensor noise (𝜎 = 0.2− 0.5𝑚 )

to quantify the system’s resilience to real-world perception uncertainty. Furthermore, we

demonstrate the practical viability of our lightweight approach through successful hardware

implementation on resource-constrained Crazyflie 2.1 UAVs, which shows its applicability

beyond simulation.

The remainder of the chapter is organized as follows: Section 3.2 provides a literature review on

multiagent trajectory planning considering obstacle avoidance. Section 3.3 provides problem for-

mulation, including the assumptions and constraints associated with dynamic obstacles trajectory

prediction. Section 3.4 describes our proposed method, focusing on the integration of our proba-

bilistic filter with optimization-based planners to create a proactive trajectory planner. Section 3.5

presents the evaluation and results of our experiments, including a comparison with the baselines.

Section 3.6 discusses the performance, robustness, and limitations of the proposed method. Lastly,

Section 3.7 discusses the conclusion and future work.

3.2 Literature Review

Trajectory planning in dynamic environments remains a critical challenge for unmanned aerial

vehicles (UAVs) [81], particularly when navigating alongside non-cooperative dynamic obstacles
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with uncertain motion [82]. One way to avoid mid-air collisions with dynamic obstacles is to

predict their short-term future trajectories [10]. Recent studies have presented several prediction

techniques, including model-based [83, 84, 85], learning-based [86, 87], biomimetic [88, 89],

and polynomial fitting [90, 91] methods. Model-based methods such as Kalman Filters (KF)

estimate future states from past observations and provide fast, low-latency predictions [83, 92].

Learning-based methods, such as reinforcement learning, employ neural networks to capture com-

plex and non-linear obstacle motions, but they require substantial training data and computational

resources [93, 94]. Biomimetic methods replicate biological vision, offering quick responses using

minimal visual information but usually require significant parameter tuning and lack predictive

depth [95]. Polynomial fitting method utilizes polynomial calculations for prediction but is con-

strained to paths featuring regular and smooth curves [81]. Most of these approaches relied heavily

on deterministic assumptions about obstacle trajectories, such as constant-velocity [96], linear

acceleration, or an a priori knowledge of obstacles’ future trajectories [2, 3], which limit their

real-world applicability. For instance, the MADER[2] algorithm provides collision-free multi-

agent planning using polyhedral obstacle representations, but assumes perfect a priori knowledge

of the dynamic obstacle future trajectory. Non-cooperative obstacles, such as human-operated ve-

hicles, pedestrians, or even birds, do not provide trajectory information to UAVs. Even cooperative

obstacles may experience communication delays or failures that make their intended trajectories

temporarily unavailable. Following this, RMADER [3], which is an extension of the original

MADER algorithm, incorporates delay compensation mechanisms to achieve improved collision

avoidance performance even when communication with other UAVs and agents is intermittent. The

algorithm maintains computational efficiency while providing theoretical guarantees for collision

avoidance under realistic communication constraints. However, it still assumes eventual access to

obstacle future trajectories information.

Collision avoidance in multiagent systems often differs whether the method can avoid collision

with static obstacles [97, 98], dynamic obstacles [99, 87], or among the agents only [100, 101].

Charbel et al. [102] have proposed a decentralized Model Predictive Control-based trajectory
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planner that has better performance than MADER in terms of static obstacle avoidance and com-

putation time, however, this approach does not explicitly incorporate dynamic obstacles as part

of the collision avoidance scheme. Ego-Swarm [4] is another approach, an online decentralized

and asynchronous trajectory planner implemented on both simulation and hardware, and includes

capabilities for dynamic obstacle avoidance. In this chapter, we have considered it as a baseline for

comparison. The Chance Constrained Rapidly-exploring Random Trees (CC-RRT) algorithm[103]

is another method that avoids dynamic obstacles by conservatively constraining the likelihood of

collisions, accounting for Gaussian noise inherent in both linear system dynamics and the transla-

tional predictions of dynamic obstacles, and then plans obstacle-free trajectories.

Trajectory planner for dynamic environments usually relies on sensing and detection technolo-

gies [104] that could provide real-time information about dynamic obstacles. Modern UAVs employ

a variety of sensing modalities, each with distinct advantages and limitations for dynamic obsta-

cle detection and tracking. Approaches can be broadly divided into vision-based detection [105]

and map-based tracking [83]. Vision-based methods use cameras (RGB[105] or depth[106]) or

other optical sensors to directly detect obstacles in the UAV’s field of view. Some lightweight

techniques[106][83] extract geometric cues (e.g., disparity from stereo or depth cameras) to locate

obstacles and track them in real-time. For example, Liu et al. [107] has shown that lightweight

object detection algorithms, can operate on UAV platforms to identify and track dynamic obstacles

in real-time. Their approach combines visual object detection with Kalman filtering to estimate

obstacle states and predict short-term trajectories. The limitation of purely vision methods is

that they often cannot distinguish moving obstacles from static ones without temporal consistency

checks [108]. Learning-based vision approaches (for example, neural network detectors)[109] are

also used to classify and track obstacles, but these tend to be computationally heavy for small-scale

UAV onboard use. The second category is map-based approaches[110][111][112], which integrate

sensor data over time into a world model. For example, a voxel grid map where each cell is marked

as occupied (obstacle) or free; by updating this map at high frequency, one can infer which cells

have changed and thus detect moving objects[113]. Such methods separate static and dynamic
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elements, but a drawback is that a voxel map alone does not provide an easy way to predict future

motion of dynamic obstacles [83].

Even with good tracking, the future trajectories of dynamic obstacles remain uncertain [10].

The planner must therefore account for uncertainty to ensure robust collision avoidance. Amutha

et al. [114] have presented a probabilistic framework that explicitly models uncertainty in obstacle

motion and UAV dynamics to generate trajectories with probabilistic safety guarantees. Chance-

constrained planning formalizes this idea by treating obstacle states as random variables and

enforcing that the probability of collision remains below a specified threshold [115, 116]. Another

approach is to use online learning [117] or adaptive modeling [118] to tighten the uncertainty

bounds. Instead of assuming worst-case behavior (which can be overly conservative), the planner

can learn typical obstacle behavior on the fly. For example, Zhou et al. [117] estimate intended

control inputs of dynamic obstacles and compute less-conservative forward reachable sets, enabling

a robust MPC to keep the ego trajectory outside those sets over the horizon.

The proposed POF+MADER approach addresses the limitations of the existing methods by

providing a lightweight, theoretically grounded solution that combines the computational efficiency

of Kalman filter-based prediction with the proven collision avoidance capabilities of established

optimization methods (e.g., MADER, RMADER). Unlike existing approaches that require perfect

a priori knowledge or extensive computational resources, our method enables practical deployment

on standard UAV platforms while maintaining formal safety under realistic operational conditions

with uncertain dynamic obstacles and limited computational resources.

3.3 Problem Formulation

Let I = {1, . . . , 𝑁} denote the set of 𝑁 agents, with p𝑖 (𝑡) ∈ R3 representing the position of agent

𝑖 ∈ I at time 𝑡. Each agent is modeled as a rigid sphere 𝑆𝑖 ⊂ R3 of radius 𝑟𝑖 > 0, enclosing all

possible orientations such that the collision geometry remains invariant to rotation. The perception

range of agent 𝑖 is defined as a sphere 𝑆𝑝𝑖 ⊂ R3 of radius 𝑟𝑝𝑖 > 0, centered at p𝑖 (𝑡), within which

the agent can detect obstacles using onboard sensors.
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3.3.1 Dynamic Obstacles and Partial Observability

LetM = {1, . . . , 𝑀} denote the set of𝑀 dynamic obstacles, with state vector x𝑚 (𝑡) = [q𝑚 (𝑡)⊤, ¤q𝑚 (𝑡)⊤]⊤

∈ R6 for obstacle 𝑚 ∈ M, where q𝑚 (𝑡) ∈ R3 is the true position and ¤q𝑚 (𝑡) ∈ R3 is the velocity at

time 𝑡. Obstacle positions are not globally known; instead, when an obstacle is within agent 𝑖’s

perception range, the agent receives a noisy measurement of its position z𝑚 (𝑡), i.e., when

∥p𝑖 (𝑡) −q𝑚 (𝑡)∥ ≤ 𝑟𝑝𝑖 ∀𝑖 ∈ I, ∀𝑚 ∈M, ∀𝑡 ∈ [𝑡in, 𝑡f],

where [𝑡in, 𝑡f] is the planning horizon, and

z𝑚 (𝑡) = q𝑚 (𝑡) +v𝑚 (𝑡),

where v𝑚 (𝑡) ∼ N (0,R) is zero-mean Gaussian sensor noise with covariance R.

3.3.2 Probabilistic Forecasting and Trajectory Planning

Given this partial and uncertain information, the overall problem is to: (1) predict the obstacle’s

future trajectory and (2) plan a safe and efficient path for the agent.

3.3.2.1 Forecasting Objective

Upon detection, each agent 𝑖 employs a probabilistic filter to estimate the obstacle’s current

state x̂𝑚 (𝑡 |𝑡) and predict the future trajectory 𝜋̂𝑚 (𝑡 |𝑡) = q̂𝑚 (𝑡 + 𝑘 |𝑡)𝐿𝑘=1 over a horizon 𝐿. Let 𝜋𝑚 (𝑡)

represent the actual unobserved trajectory of obstacle 𝑚 over [𝑡in, 𝑡f]. The primary objective of the

filter is to minimize the aggregate prediction error across all obstacles:

min
{𝜋̂𝑚}𝑀𝑚=1

𝑀∑︁
𝑚=1

∫ 𝑡f

𝑡in

∥𝜋𝑚 (𝑡) − 𝜋̂𝑚 (𝑡)∥2 𝑑𝑡 (3.1)

3.3.2.2 Planning Objective

The primary objective for each agent 𝑖 is to compute a smooth, dynamically feasible trajectory

𝜏𝑖 (𝑡) that reaches a goal while ensuring safety. This is typically formulated as a constrained

optimization problem that minimizes control effort (e.g., integrated squared jerk):

min
𝜏𝑖

∫ 𝑡f

𝑡in

∥j𝑖 (𝑡)∥2 𝑑𝑡
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This optimization is subject to kinematic constraints (e.g., maximum velocity and acceleration) and

the following collision avoidance constraints based on 𝜋̂𝑚 (𝑡).

3.3.2.3 Safety Constraints

To ensure safe navigation, the agent’s planned trajectory 𝜏𝑖 (𝑡) must remain separate from the

predicted paths of other agents and obstacles.

• Inter-Agent Collision Avoidance: For any two distinct agents, their planned trajectories must

be disjoint by a safety margin 𝑑agent:

⋃
𝑖∈I

⋃
𝑗∈I
𝑗≠𝑖

(
𝜏𝑖 (𝑡) ⊕ 𝑑agent

)
∩

(
𝜏𝑗 (𝑡) ⊕ 𝑑agent

)
= ∅ ∀𝑡 ∈ [𝑡in, 𝑡f] (3.2)

where 𝑑agent > 0 is the minimum inter-agent separation (typically 2𝑟𝑖 + 𝜖).

• Agent-Obstacle Collision Avoidance: The agent must avoid the predicted occupancy of each

dynamic obstacle. In other words, the agent’s trajectory 𝜏𝑖 (𝑡) must not intersect with the

predicted obstacle trajectory 𝜋̂𝑚 (𝑡), inflated by a safety margin 𝑑𝑠𝑎 𝑓 𝑒:⋃
𝑖∈I

⋃
𝑚∈M
(𝜏𝑖 (𝑡) ⊕ 𝑑safe) ∩ 𝜋̂𝑚 (𝑡) = ∅ ∀𝑡 ∈ [𝑡in, 𝑡f] (3.3)

where 𝑑safe > 0 is the minimum safe separation (sum of agent radius 𝑟𝑖, obstacle radius 𝑟𝑚, and

margin 𝜖 > 0 for uncertainty), and ⊕𝑑safe denotes the Minkowski sum inflating the trajectory

by a sphere of radius 𝑑safe.

3.4 Methodology and Integration

3.4.1 Dynamic Obstacle Definition and Model

In our framework, dynamic obstacles are defined as non-cooperative and non-interactive moving

entities that may intersect with the agent’s trajectory, and may pose collision risks. These obstacles

do not share intent or trajectory information with the agents and do not alter their motion in

response to the agents’ behaviors. To evaluate the robustness of our approach across diverse real-

world like scenarios, we model the obstacles’ motions using four distinct parametric trajectories,
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each representing varying levels of predictability and complexity. These models are implemented

in both simulation and hardware experiments, with obstacle velocities scaled to challenge the

prediction and avoidance capabilities.

The position of obstacle 𝑚 at time 𝑡, denoted by q𝑚 (𝑡) ∈ R3, is governed by one of the following

equations, selected per experiment:

• Straight line: This model represents linear, highly predictable trajectories common in open-

field navigation or uniform motion. The position evolves as:

q𝑚 (𝑡) = q𝑚 (𝑡 −1) + ¤q𝑚 (𝑡 −1) ·Δ𝑡 (3.4)

where ¤q𝑚 (𝑡 −1) ∈ R3 is the velocity at the previous timestep, and Δ𝑡 > 0 is the discrete time

step.

• Sinusoid wave: This model captures oscillatory dynamics, mimicking evasive maneuvers or

environmental perturbations (e.g., wind effects). The position at time 𝑡 is defined by:

q𝑚 (𝑡) =


𝐵𝑡

𝐶

𝐴 sin(𝜔𝑡 +𝜙)


(3.5)

where 𝐴 > 0 is the amplitude, 𝜔 > 0 is the angular frequency, 𝜙 is the phase shift, 𝐵 is a

constant velocity component along the 𝑥-axis, and 𝐶 is a constant offset along the 𝑦-axis.

• Trefoil-knot: Inspired by parametric curves for looped, non-linear trajectories, simulating

complex, repeating patterns. The position of the obstacle at time 𝑡 is given by:

q𝑚 (𝑡) =


sin(𝑡) +2sin(2𝑡)

cos(𝑡) −2cos(2𝑡)

−sin(3𝑡)


(3.6)

• Vertical wave: This models vertical oscillations, relevant for altitude-varying obstacles like

ascending/descending UAVs. The position of the obstacle at time 𝑡 is given by:
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q𝑚 (𝑡) =


𝑥0

𝑦0

𝐴 sin(𝜔𝑡 +𝜙)


(3.7)

where 𝑥0 and 𝑦0 are constant positions in the x and y directions, respectively, and 𝐴, 𝜔,

and 𝜙 are the amplitude, angular frequency, and phase shift of the sinusoidal motion in the

z-direction.

3.4.2 Probabilistic Obstacle Filtering

We employ a decentralized Kalman Filter (KF) for real-time trajectory prediction of dynamic

obstacles. Each agent runs an independent KF for every obstacle that enters its perception sphere

𝑆𝑝𝑖 of radius 𝑟𝑝𝑖. This agent-centric approach scales with the number of agents and obstacles, as

each agent independently manage predictions for obstacles in its local vicinity.

Algorithm 1 describes the implementation of the probabilistic obstacle filter, which takes the

agent position p𝑖 (𝑡), obstacle position measurement q𝑚 (𝑡), the perception radius of the agent 𝑟𝑝𝑖, and

a minimum prediction length 𝐿𝑚𝑖𝑛. Once an obstacle𝑚 is detected within this predefined perception

radius 𝑟𝑝𝑖 (i.e., ∥p𝑖 (𝑡) −q𝑚 (𝑡)∥ ≤ 𝑟𝑝𝑖), the tracking system initializes a dedicated KF specifically

tailored to the detected obstacle’s trajectory prediction (i.e., 𝜋̂𝑚 (𝑡) = {q̂𝑚 (𝑡 +1|𝑡), . . . , q̂𝑚 (𝑡 + 𝐿 |𝑡)}

).

For each detected obstacle𝑚 at time 𝑡, POF maintains a state vector x𝑚 (𝑡) = [q𝑚 (𝑡)⊤, ¤q𝑚 (𝑡)⊤]⊤ ∈

R6, comprising the 3D position q𝑚 (𝑡) ∈ R3 and velocity ¤q𝑚 (𝑡) ∈ R3. We adopt a constant-velocity

motion model, which is well-suited for short-term predictions in the absence of intent information

from non-cooperative obstacles, and is commonly used in tracking applications. The discrete-time

dynamics are given by:

x𝑚 (𝑡 +1) = Ax𝑚 (𝑡) +w𝑚 (𝑡) (3.8)

where w𝑚 (𝑡) ∼ N (0,Q) is zero-mean Gaussian process noise with covariance matrix Q ∈ R6×6 that

captures the unmodeled accelerations or environmental disturbances. The state transition matrix A
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Algorithm 1: Probabilistic Obstacle Filter
Data:

⋃𝑁
𝑖=1 p𝑖 (𝑡),

⋃𝑀
𝑚=1 q𝑚 (𝑡), perception range 𝑟𝑝𝑖 , minimum prediction length 𝐿min

Result: Predicted trajectories 𝜋̂𝑚 (𝑡) with covariances for all detected obstacles 𝑚
1 begin
2 foreach agent 𝑖 ∈ {1, . . . , 𝑁} do
3 𝐷𝑖 (𝑡) ← ∅;
4 foreach obstacle 𝑚 ∈ {1, . . . , 𝑀} do
5 if ∥p𝑖 (𝑡) −q𝑚 (𝑡)∥ ≤ 𝑟𝑝𝑖 then
6 𝐷𝑖 (𝑡) ← 𝐷𝑖 (𝑡) ∪ {𝑚};
7 Compute ¤q𝑚 (𝑡) from q𝑚 (𝑡);
8 Initialize KF with: x̂𝑚 (𝑡in |𝑡in) = [q𝑚 (𝑡)⊤, ¤q𝑚 (𝑡)⊤]⊤, P𝑚 (𝑡in |𝑡in) = P0;
9 end

10 end
11 while |𝐷𝑖 (𝑡) | > 0 do
12 foreach obstacle 𝑚 ∈ 𝐷𝑖 (𝑡) do
13 Perform KF prediction step:

x̂𝑚 (𝑡 |𝑡 −1) = Ax̂𝑚 (𝑡 −1|𝑡 −1),
P𝑚 (𝑡 |𝑡 −1) = AP𝑚 (𝑡 −1|𝑡 −1)A⊤+Q;

Update with measurement z𝑚 (𝑡) = q𝑚 (𝑡) :

y𝑚 (𝑡) = z𝑚 (𝑡) −Hx̂𝑚 (𝑡 |𝑡 −1),
S𝑚 (𝑡) = HP𝑚 (𝑡 |𝑡 −1)H⊤+R,
K𝑚 (𝑡) = P𝑚 (𝑡 |𝑡 −1)H⊤S𝑚 (𝑡)−1,

x̂𝑚 (𝑡 |𝑡) = x̂𝑚 (𝑡 |𝑡 −1) +K𝑚 (𝑡)y𝑚 (𝑡),
P𝑚 (𝑡 |𝑡) = (I6−K𝑚 (𝑡)H)P𝑚 (𝑡 |𝑡 −1);

Compute adaptive horizon:

𝐿←max
(
𝐿min,

⌈ ∥ ¤q𝑚 (𝑡 |𝑡)∥ ·𝑇plan

𝑑step

⌉)
,

for 𝑘 = 1 to 𝐿 do
14 Perform open-loop prediction:

x̂𝑚 (𝑡 + 𝑘 |𝑡) = Ax̂𝑚 (𝑡 + 𝑘 −1|𝑡),
P𝑚 (𝑡 + 𝑘 |𝑡) = AP𝑚 (𝑡 + 𝑘 −1|𝑡)A⊤+Q,

𝜋̂𝑚 (𝑡) ← 𝜋̂𝑚 (𝑡) ∪ {q̂𝑚 (𝑡 + 𝑘 |𝑡)};
15 end
16 end
17 foreach obstacle 𝑚 ∈ 𝐷𝑖 (𝑡) do
18 if ∥p𝑖 (𝑡) −q𝑚 (𝑡)∥ > 𝑟𝑝𝑖 then
19 𝐷𝑖 (𝑡) ← 𝐷𝑖 (𝑡) \ {𝑚};
20 Terminate KF for obstacle 𝑚;
21 end
22 end
23 Increment 𝑡 to next timestep;
24 end
25 end
26 end

40



is:

A =


I3 Δ𝑡 · I3

03×3 I3


where Δ𝑡 represents the sampling interval, I3 the 3×3 identity matrix, and 03×3 the zero matrix. In

this formulation, we omit the control input term (Bu𝑚 (𝑡)), as non-cooperative obstacles provide no

such information; however, this can be extended for scenarios with partial observability of intent.

Sensor measurements yield noisy position observations z𝑚 (𝑡) = q𝑚 (𝑡) +v𝑚 (𝑡), where v𝑚 (𝑡) ∼

N (0,R) and R ∈ R3×3 is the measurement covariance which is tuned based on sensor specifications.

The linear observation model is:

z𝑚 (𝑡) = Hx𝑚 (𝑡) +v𝑚 (𝑡), H = [I3,03×3] (3.9)

The KF recursively computes the minimum mean-squared-error estimate of x𝑚 (𝑡) and alternates

between time prediction and measurement update steps. Starting from an initial state estimate

x̂𝑚 (0|0) (e.g., from the first detection) and covariance P𝑚 (0|0) (initialized with large diagonals to

reflect high initial uncertainty), the prediction step propagates the prior:

x̂𝑚 (𝑡 |𝑡 −1) = Ax̂𝑚 (𝑡 −1|𝑡 −1), (3.10)

P𝑚 (𝑡 |𝑡 −1) = AP𝑚 (𝑡 −1|𝑡 −1)A⊤+Q (3.11)

Upon receiving a measurement z𝑚 (𝑡), the update incorporates the innovation to yield the posterior:

y𝑚 (𝑡) = z𝑚 (𝑡) −Hx̂𝑚 (𝑡 |𝑡 −1), (3.12)

S𝑚 (𝑡) = HP𝑚 (𝑡 |𝑡 −1)H⊤+R, (3.13)

K𝑚 (𝑡) = P𝑚 (𝑡 |𝑡 −1)H⊤S𝑚 (𝑡)−1, (3.14)

x̂𝑚 (𝑡 |𝑡) = x̂𝑚 (𝑡 |𝑡 −1) +K𝑚 (𝑡)y𝑚 (𝑡), (3.15)

P𝑚 (𝑡 |𝑡) = (I6−K𝑚 (𝑡)H)P𝑚 (𝑡 |𝑡 −1) (3.16)

where K𝑚 (𝑡) is the Kalman gain, optimally blending prediction and measurement based on their

relative uncertainties, and I6 is the 6×6 identity matrix. This formulation converges to accurate

41



estimates as observations accumulate, with the posterior covariance P𝑚 (𝑡 |𝑡) providing a measure

of estimation confidence.

For trajectory forecasting, POF extends the filtered state forward over a prediction horizon 𝐿

in the open-loop mode without assuming future measurements. The multi-step predictions are

computed recursively:

x̂𝑚 (𝑡 + 𝑘 |𝑡) = Ax̂𝑚 (𝑡 + 𝑘 −1|𝑡), 𝑘 = 1, . . . , 𝐿 (3.17)

Initialized from the current posterior x̂𝑚 (𝑡 |𝑡). The corresponding covariances propagate as:

P𝑚 (𝑡 + 𝑘 |𝑡) = AP𝑚 (𝑡 + 𝑘 −1|𝑡)A⊤+Q (3.18)

To optimize prediction relevance, we adaptively adjust 𝐿 based on obstacle velocity magnitude

∥ ¤q𝑚 (𝑡)∥:

𝐿 = max
(
𝐿min,

⌈ ∥ ¤q𝑚 (𝑡)∥ ·𝑇plan

𝑑step

⌉)
(3.19)

where 𝐿min is a minimum horizon, 𝑇plan is the agent’s planning timeframe, and 𝑑step a spatial

discretization step used for collision checks. This ensures longer predictions for faster obstacles

and covers potential collision windows while minimizing computational overhead.

To manage multiple dynamic obstacles, each agent 𝑖 dynamically maintains a set, 𝐷𝑖 (𝑡), con-

taining all obstacles currently within its perception sphere. An obstacle 𝑚 is considered detected

and added to this set if its distance to the agent is less than or equal to the perception radius 𝑟𝑝𝑖.

This condition can be expressed as a binary indicator:

𝑦𝑖,𝑚 (𝑡) =


1, if ∥p𝑖 (𝑡) −q𝑚 (𝑡)∥ ≤ 𝑟𝑝𝑖

0, otherwise
(3.20)

The set of detected obstacles for agent 𝑖 at time 𝑡 is therefore formally defined as:

𝐷𝑖 (𝑡) =
{
𝑚 ∈ 𝑀 | 𝑦𝑖,𝑚 (𝑡) = 1

}
(3.21)
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An independent Kalman Filter is instantiated for each obstacle upon entering𝐷𝑖 (𝑡) and is terminated

once it leaves. As long as an obstacle 𝑚 ∈ 𝐷𝑖 (𝑡), its corresponding KF is updated with new

measurements at each timestep, and its trajectory is reforecasted according to (3.17); when𝑚 ∉𝐷𝑖 (𝑡)

the filter is terminated and removed from memory.

The output of the probabilistic filter is the predicted trajectory, 𝜋̂𝑚 (𝑡), which is a time-ordered

sequence of the obstacle’s forecasted future positions over the adaptive horizon 𝐿. This sequence

is formally defined as:

𝜋̂𝑚 (𝑡) = {q̂𝑚 (𝑡 |𝑡), q̂𝑚 (𝑡 +1|𝑡), . . . , q̂𝑚 (𝑡 + 𝐿 |𝑡)}

Each position vector q̂𝑚 (𝑡+ 𝑘 |𝑡) in this sequence is extracted from the corresponding forecasted

6D state vector x̂𝑚 (𝑡+ 𝑘 |𝑡). This set of predicted positions is then passed to the optimization-based

planner to be incorporated as dynamic, time-varying obstacle-avoidance constraints.

3.4.3 POF+MADER Integration

The integration of the Probabilistic Obstacle Filter (POF) with state-of-the-art optimization-

based trajectory planners, such as MADER [2] or RMADER [3], forms the core of our proposed

framework, denoted as POF+MADER (or POF+RMADER when extended to the robust variant).

This architecture addresses the inherent limitation of assuming perfect a priori knowledge of dy-

namic obstacle trajectories by substituting real-time probabilistic predictions from POF into the

planning pipeline. As illustrated in Fig. 3.4, the system comprises two interconnected modules:

(1) decentralized detection and trajectory forecasting of obstacles entering an agent’s perception

sphere, executed via Algorithm 1; and (2) augmentation of the trajectory optimization process to

incorporate these forecasts as dynamic constraints, detailed in Algorithm 2 and explained in this

subsection. This coupling enables agents to generate feasible, collision-free polynomial trajecto-

ries that adapt proactively to uncertain obstacle motions, and eventually enhance safety without

sacrificing computational tractability.

At the core of POF+MADER lies an extension of MADER’s nonlinear optimization formulation,

which generates smooth, dynamically feasible trajectories represented as piecewise polynomials in

the MINVO basis [119]. For agent 𝑖, the original MADER problem minimizes a cost function that
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Figure 3.4
The POF+MADER system architecture; integrating decentralized probabilistic obstacle filter with
optimization-based planners such as MADER [2].

includes a control effort term (proportional to squared jerk for cubic splines), weighted penalties on

deviations from the goal, and adherence to kinematic limits. Specifically, for a clamped uniform B-

Spline of degree 𝑝 = 3 (cubic) with 𝑛+1 control points {q0, . . . ,q𝑛}BS and knots defining intervals

𝑗 ∈ 𝐽, the control effort is approximated as:

∫ 𝑡f

𝑡in

∥j(𝑡)∥2 𝑑𝑡 ∝
∑︁
𝑗∈𝐽















QBS
𝑗 ABS

pos( 𝑗)



6

0

0

0


















2

2

where QBS
𝑗

are the B-Spline control points for interval 𝑗 , and ABS
pos( 𝑗) is the interval-dependent
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evaluation matrix. The full objective also includes a soft penalty on the final position: 𝜔∥q𝑛−2−g∥22,

with 𝜔 ≥ 0, as q𝑛−2 = q𝑛−1 = q𝑛 under the final stop condition (v(𝑡 𝑓 ) = 0, a(𝑡 𝑓 ) = 0). Constraints

encompass initial conditions (x(𝑡in) = xin, fixing q0,q1,q2), bounds on velocity and acceleration

using MINVO-transformed points (|v| ≤ vmax for v ∈ VMV
𝑗

, |a𝑙 | ≤ amax for 𝑙 ∈ 𝐿 \ {𝑛 − 1, 𝑛}),

confinement to a planning sphere S of radius 𝑟 centered at d (∥q−d∥22 ≤ 𝑟
2 for q ∈ QMV

𝑗
), and

collision avoidance via separating planes 𝝅𝑖 𝑗 (defined by normal n𝑖 𝑗 and offset 𝑑𝑖 𝑗 ) between the

agent’s MINVO hulls QMV
𝑗

and other agents’ committed polyhedra C𝑖 𝑗 :

n𝑇𝑖 𝑗c+ 𝑑𝑖 𝑗 > 0 ∀c ∈ C𝑖 𝑗 ,∀𝑖 ∈ 𝐼, 𝑗 ∈ 𝐽 (3.22)

n𝑇𝑖 𝑗q+ 𝑑𝑖 𝑗 < 0 ∀q ∈ QMV
𝑗 ,∀ 𝑗 ∈ 𝐽 (3.23)

The total planning time is heuristically set as 𝑡 𝑓 − 𝑡in = ∥g−d∥2/𝑣max.

In POF+MADER, we augment this formulation by introducing time-varying constraints derived

from the predicted obstacle trajectories 𝜋̂𝑚 (𝑡) output by POF. For each detected obstacle𝑚 ∈ 𝐷𝑖 (𝑡),

the predicted positions q̂𝑚 (𝑡 + 𝑘 |𝑡) for 𝑘 = 1, . . . , 𝐿 are inflated by a safety margin 𝜖 (accounting

for UAV size, obstacle bounding box, and prediction uncertainty via covariance ellipsoids from

P𝑚 (𝑡 + 𝑘 |𝑡)) to form restricted regions. These regions are approximated as convex polyhedra over

discrete time intervals to ensure tractable inclusion in the optimization. The augmented problem

becomes:

min
𝜏𝑖
𝐽 (𝜏𝑖)

s.t. 

kinematic bounds and initial/final conditions,

𝜏𝑖 (𝑡) ∩Ostatic = ∅, ∀𝑡 ∈ [𝑡0, 𝑡 𝑓 ],

𝜏𝑖 (𝑡) ∩ 𝜏𝑗 (𝑡) = ∅, ∀ 𝑗 ≠ 𝑖,∀𝑡 ∈ [𝑡0, 𝑡 𝑓 ],

𝜏𝑖 (𝑡) ∩ Ô𝑚 (𝑡) = ∅, ∀𝑚 ∈ 𝐷𝑖 (𝑡),∀𝑡 ∈ [𝑡0, 𝑡 𝑓 ]

where Ostatic denotes static obstacle sets, 𝜋 𝑗 (𝑡) committed trajectories from other agents (broadcast

in MADER’s decentralized protocol), and Ô𝑚 (𝑡) the inflated predicted occupancy of obstacle 𝑚,

computed as the convex hull of q̂𝑚 (𝑡) ⊕ 𝐵(𝜖 +
√︁
𝜆max(P𝑚 (𝑡))), with 𝐵(𝑟) a ball of radius 𝑟 and
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𝜆max the maximum eigenvalue of the position submatrix of P𝑚 (𝑡) for uncertainty-aware buffering.

This constraint enforces a minimum separation 𝑑safe = 𝑟𝑖 + 𝑟𝑚 + 𝜖 , where 𝑟𝑖 and 𝑟𝑚 are agent and

obstacle radii. To ensure feasibility and robustness, POF+MADER employs a collision check-

recheck mechanism, extending MADER’s two-phase validation. In the check phase, the optimized

trajectory 𝜏∗
𝑖

is discretized at fine temporal resolution (e.g., Δ𝑡𝑐 = 0.01 s) and tested for intersections

with Ô𝑚 (𝑡) using efficient separating hyperplane methods for polyhedral sets. Mathematically, for

each time 𝑡𝑘 and obstacle 𝑚, intersection is detected if no hyperplane separates the agent’s inflated

position p𝑖 (𝑡𝑘 ) ⊕ 𝐵(𝑟𝑖) from Ô𝑚 (𝑡𝑘 ). If a potential collision is flagged, the recheck phase refines

the test with higher fidelity (e.g., continuous-time overlap via root-finding on distance functions),

confirming violations only if the minimum distance falls below 𝑑safe:

min
𝑡
𝑑 (p𝑖 (𝑡), q̂𝑚 (𝑡)) < 𝑑safe, 𝑡 ∈ [𝑡𝑘 − 𝛿, 𝑡𝑘 + 𝛿]

where 𝑑 (·, ·) is the Euclidean distance, and 𝛿 a local interval. This dual-phase approach mitigates

false positives from discretization artifacts while maintaining real-time performance. For initial

guesses, POF+MADER leverages an adapted version of MADER’s Octopus Search algorithm (a

variant of A* tailored for B-Splines and dynamic constraints). This search generates candidate

control points by sampling velocities satisfying 𝑣max and 𝑎max, discarding nodes that violate linear

separability with predicted obstacle hulls, sphere bounds, or voxel proximity checks. The resulting

feasible path, closest to the goal if exact reachability fails, seeds the nonlinear solver, ensuring rapid

convergence. Algorithm 2 encapsulates this process: predicted trajectories from POF serve as

inputs, and the loop iteratively adjusts 𝜏𝑖 (𝑡) (the committed segment of 𝜏∗
𝑖
) upon collision detection.

Unlike the original MADER, which reacts to known obstacle states, POF+MADER anticipates

conflicts by leveraging forward-propagated estimates, enabling preemptive rerouting. For instance,

if a fast-moving obstacle’s prediction indicates an impending intersection, the optimizer biases the

solution toward evasive maneuvers, such as altitude changes or lateral deviations, while preserving

trajectory continuity through soft penalties on deviations from prior commitments. In the RMADER

variant, this integration further benefits from delay-aware broadcasting to ensure predictions remain

synchronized across agents despite communication latencies.
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Algorithm 2: POF+MADER Proactive Trajectory Planner
Data: Current agent state x𝑖 (𝑡𝑐𝑢𝑟𝑟), goal g𝑖
Result: Collision-free trajectory segment 𝜏∗

𝑖

1 begin
// Get latest forecasts from the filter

2 {Ô𝑚 (𝑡)}𝑚∈𝐷𝑖
← POF Module.getPredictions();

// Find a feasible initial trajectory seed

3 𝜏𝑠𝑒𝑒𝑑← A-star-Search(x𝑖 (𝑡𝑐𝑢𝑟𝑟),g𝑖, {Ô𝑚 (𝑡)});
// Solve the augmented optimization problem

4 𝜏∗
𝑖
← NonlinearOptimize(𝜏𝑠𝑒𝑒𝑑 , {Ô𝑚 (𝑡)});

// Validate the final trajectory for safety

5 if isCollisionFree(𝜏∗
𝑖
, {Ô𝑚 (𝑡)}) then

6 return 𝜏∗
𝑖
;

7 end
8 else

// Use previous trajectory

9 return 𝜏prev
𝑖

;
10 end
11 end

Figure 3.5
Visualization of localization uncertainty and 3D Crazyflie drone trajectory.

3.4.4 Localization Uncertainty in Obstacle Prediction

We conducted real-world experiments using a Crazyflie 2.1 drone within a motion capture

system-equipped arena to characterize localization uncertainty in obstacle prediction. A prede-

fined figure-eight trajectory was mathematically defined using a parametric function to represent

the ground truth, and the drone was navigated along this path across five trials, as illustrated in

Fig. 3.5(a). The deviation between the predefined positions and the real-time perceived positions,
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recorded by the motion capture system, was computed to quantify localization errors. These em-

pirical deviations, depicted in Fig. 3.5(b-d), provide a realistic estimate of localization uncertainty

encountered during UAV navigation in dynamic environments.

To generalize this uncertainty, we model the observed position of a dynamic obstacle as cor-

rupted by Gaussian noise:

qnoisy
𝑚 (𝑡) = q𝑚 (𝑡) +N (𝝁,𝚺) (3.24)

where:

• qnoisy
𝑚 (𝑡) ∈ R3 is the noisy observed position of obstacle 𝑚 at time 𝑡,

• q𝑚 (𝑡) ∈ R3 is the true position of the obstacle,

• N(𝝁,𝚺) represents a multivariate Gaussian noise distribution with mean vector 𝝁 and a

covariance matrix 𝚺.

Empirical analysis of localization uncertainty across the X, Y, and Z dimensions yielded the

following statistical parameters, derived from the motion capture data:

• X-axis: 𝜇𝑥 = 0.0232 m,𝜎2
𝑥 = 0.0197 m2,

• Y-axis: 𝜇𝑦 = 0.0278 m,𝜎2
𝑦 = 0.0215 m2,

• Z-axis: 𝜇𝑧 = 0.0053 m,𝜎2
𝑧 = 0.0034 m2.

These values reflect the mean and variance of position errors in each dimension. These empirically-

derived parameters are then used to inform our Probabilistic Obstacle Filter (POF). Specifically, the

covariance matrix 𝚺 from our model is used to define the measurement noise covariance matrix, R,

within the Kalman Filter. By feeding the noisy position data qnoisy
𝑚 (𝑡) as the measurement input z𝑚 (𝑡)

and configuring R with our real-world data, the POF can accurately estimate the true state x𝑚 (𝑡)

and produce robust future trajectory predictions 𝜋̂𝑚 (𝑡) = {q̂𝑚 (𝑡 |𝑡), q̂𝑚 (𝑡 +1|𝑡), . . . , q̂𝑚 (𝑡 + 𝐿 |𝑡)}.
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3.5 Experimentation and Results

This section presents the experimental evaluation of the proposed approaches in both simulation

and real-world environments. The evaluation includes five algorithms in simulation: the baseline

MADER [2], POF+MADER, Robust MADER (RMADER) [3], POF+RMADER, and the Ego-

Swarm [4] baseline. The real-world evaluation, due to hardware and resource constraints, focuses

on MADER and POF+MADER only. All experiments were implemented in the Robot Operating

System (ROS) framework, with physical trials conducted on Crazyflie 2.1 drones.

3.5.1 Experimental Scenarios

In both simulation and real-world tests, the agent was tasked with navigating from a predefined

start location to a goal location while avoiding dynamic obstacles. Four representative dynamic

obstacle motion models were considered as shown in Fig. 3.6, and described below:

(a) UAV encountering dynamic obstacles moving in the opposite direction along a straight

line: In this experiment, the obstacles move in a straight line. An agent was tasked to navigate

in a way that it had to encounter all of the obstacles and avoid collisions.

(b) UAV encountering dynamic obstacles moving in the opposite direction along a sinusoidal

wave motion: The dynamic obstacles exhibit a sinusoidal wave motion, and an agent was

tasked to navigate in a way that it has to face at least one dynamic obstacle.

(c) UAV encountering dynamic obstacles moving along a trefoil-knot trajectory: In this

experiment, an agent has to fly through multiple dynamic obstacles exhibiting trefoil-knot

trajectory. The agent may or may not directly encounter obstacles.

(d) UAV encountering dynamic obstacles moving in a vertical wave motion: In this exper-

iment, an agent has to fly through obstacles oscillating vertically along the z-axis. The

min-max of the z-axis for obstacle motion is set so that the probability of interaction with the

agent is high.
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Figure 3.6
Real-world experimental arena equipped with VICON motion capture system.
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In simulation, five dynamic obstacles were used; in hardware experiments, two obstacles were

deployed due to space and safety constraints.

3.5.2 Evaluation Metrics

To ensure the statistical significance of the results, we employed the following evaluation metrics

for all algorithms in both simulation and hardware:

• Success rate (%age): The ratio of runs in which the agents successfully navigate from their

starting location to the target location without encountering any collisions.

• Min obs separation (meter): The mean of the shortest Euclidean distances between an

agent to any obstacle, recorded in all the 10 runs.

• Time within the collision (seconds): The mean duration during which a collision between

an agent and a dynamic obstacle continues to take place, recorded in all 10 runs.

• Average navigation duration (seconds): The mean duration for the agents to navigate from

their starting location to their target location across all 10 runs.

• Average velocity of the drone (meters/seconds): The average velocity of the agent across

all 10 runs in an experiment.

• Number of collisions per 10 runs: The total number of collisions in all 10 runs by the

obstacles with an inflated agent.

3.5.3 Simulation Setup

The simulation experiments were conducted on a laptop with a 12th Gen Intel(R) Core(TM)

i7-12700H CPU, running Ubuntu 20.04 and ROS Noetic. The agent was modeled as a sphere

𝑆𝑖 ∈ R3 of radius 0.15 m, while obstacles were modeled as bounding boxes of size 0.3×0.3×0.3 m.

The agent parameters were set as: maximum velocity 10 m/s, maximum acceleration 20 m/s2,

maximum jerk 30 m/s3, and perception range 10 m. The start–goal separation was 90 m to ensure

that the agent encounters obstacles at its full cruising velocity.

51



Figure 3.7
Success rate comparison of our approach (i.e., POF+MADER and POF+RMADER) and the
baselines (i.e., MADER, RMADER, and Ego-Swarm) algorithms in a simulated environment.

Each algorithm was tested across four obstacle velocities (1, 3, 5, and 10 m/s) and four motion

models. For each velocity–motion pair, 10 runs were executed. For instance, we executed 10

simulation runs where the obstacle followed a trefoil knot trajectory at a velocity of 1 m/s. We

performed a total of 800 experimental runs in the simulation (i.e., 4 velocities×4 motions×10 runs=

160 runs per algorithm).

3.5.4 Simulation Results

The experimental setup, including dimensions, start and goal locations, and velocities of both

obstacles and agents, was kept identical for all algorithms. The results, as presented in Table. 3.5

and Fig. 3.7, highlight the performance differentials between our approach (i.e., POF+MADER

and POF+RMADER) and the baselines (i.e., MADER [2], RMADER [3], and Ego-Swarm [4])

algorithms.
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3.5.4.1 Comparison between MADER and POF+MADER

Across all motion models, POF+MADER substantially outperformed the baseline MADER [2].

The success rate improved from 30% to 68.75% (+38.75%), while the minimum agent–obstacle

separation increased from 0.56 m to 0.8 m (+41.7%). Collision statistics show a reduction from

10.3 to 3.9 per 10 runs, and the mean collision duration decreased from 0.13 s to 0.07 s (−45.32%).

These gains indicate that POF integration enables more conservative trajectory planning and ensures

larger safety margins and drastically lowers collision risk.

The improvement, however, introduces a modest cost in efficiency. Average navigation time

rose from 13.07 s to 13.18 s (+0.8%), with a corresponding decrease in average drone velocity. The

effect is most apparent at higher obstacle velocities (≥ 3 m/s), where MADER tends to attempt direct

paths toward the goal and suffers collisions, whereas POF+MADER actively adjusts to predicted

obstacle motion.

3.5.4.2 Comparison between RMADER and POF+RMADER

The integration of POF also substantially improved the robustness of RMADER. Success

rate improved from 44.38% in RMADER [3] to 66.88% (+22.5%), while minimum obstacle

separation increased from 0.54 m to 0.68 m (+24.42%). Collisions, which averaged 13.8 per 10

runs in RMADER, were reduced to 7.9 under POF+RMADER, with collision duration reduced

from 0.3 s to nearly 0.15 s. Importantly, these safety gains were achieved without increasing

average navigation time or reducing mean velocity. This shows that POF integration strengthens

RMADER’s robustness without compromising efficiency. This is particularly valuable in high-

speed sinusoidal and trefoil-knot cases, where baseline RMADER experienced more failures.

3.5.4.3 Comparison between POF-based Methods and Ego-Swarm

The Ego-Swarm planner, which is optimized for aggressive, high-speed trajectories, struggled

with reliability in our test scenarios mentioned in subsection 3.5.1, successfully completed only 45%

of trials. Both POF+MADER and POF+RMADER outperformed in terms of safety and reliability,

when compared to the Ego-Swarm [4] baseline. Ego-Swarm achieved an average navigation time
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Table 3.6
Comparison of POF-based methods and the baselines (under localization uncertainty)
Obstacle Motion Method

Success Rate
(% age)

Min. Obstacle
Separation (m)

Time Within
Collision (s)

Avg Navigation
Duration (s)

Avg Velocity of
Drone (m/s)

Collisions
per 10 Runs

1 m/s 3 m/s 5 m/s 10 m/s 1 m/s 3 m/s 5 m/s 10 m/s 1 m/s 3 m/s 5 m/s 10 m/s 1 m/s 3 m/s 5 m/s 10 m/s 1 m/s 3 m/s 5 m/s 10 m/s 1 m/s 3 m/s 5 m/s 10 m/s

Sinusoid

MADER 10 20 0 0 0.60 0.56 0.32 0.29 0.10 0.12 0.19 0.18 13.03 13.02 13.44 13.07 6.88 6.90 6.74 6.87 14 11 15 25
POF+MADER 70 70 50 40 0.70 0.72 0.71 0.67 0.05 0.03 0.06 0.07 12.97 12.98 13.21 13.42 6.35 6.33 6.87 6.74 4 3 6 9
RMADER 40 30 30 20 0.50 0.45 0.36 0.45 0.41 0.23 0.55 0.62 17.36 16.85 17.41 17.43 5.31 5.46 5.29 5.29 17 16 24 27
POF+RMADER 70 60 50 40 0.59 0.59 0.52 0.47 0.13 0.16 0.27 0.32 17.02 16.97 17.69 16.08 5.39 5.43 5.23 5.05 7 11 15 20
ego planner 50 40 30 10 0.63 0.44 0.51 0.29 2.37 0.70 0.63 0.84 28.57 27.53 26.84 27.20 3.97 4.33 4.91 4.77 10 13 14 27

(26.7 s) with mean velocity (3.8 m/s). Safety margins also improved markedly: from 0.53 m in

Ego-Swarm to 0.8 m (+50.0%) in POF+MADER and 0.68 m (+26.5%) in POF+RMADER.

Ego-Swarm recorded the highest collision statistics, averaging 11.9 collisions per 10 runs with

a mean collision duration of 0.67 s. In comparison, POF+MADER reduced collisions to 3.9 with

an average duration of 0.09 s, while POF+RMADER reduced collisions to 7.9. These results

indicate that Ego-Swarm’s aggressive trajectory generation favors speed but compromises safety.

By contrast, POF-based methods achieve a more balanced outcome, trading slight increases in

navigation time for substantial improvements in robustness. This makes them more appropriate for

safety-critical UAV operations in dynamic environments.

3.5.4.4 Performance under Localization Uncertainty

To evaluate robustness against imperfect state estimation, we examined the impact of localization

uncertainty on all algorithms under the sinusoidal motion model. This scenario was chosen for

two reasons. First, both straight-line and vertical wave motions are predominantly confined to a

single axis, which limits the complexity of their trajectories and makes them less susceptible to the

effects of localization errors. In contrast, both trefoil-knot and sinusoid motions exhibit complex

trajectories; however, the sinusoidal motion is characterized by continuous lateral oscillations and

a less predictable periodicity, as opposed to the structured and repeating loops of the trefoil-knot.

This intrinsic unpredictability in the lateral plane makes the sinusoidal motion particularly sensitive

to localization uncertainty. Second, from the baseline results in Table 3.5, sinusoidal motion

represented one of the most challenging cases, where baseline methods such as MADER and Ego-

Swarm recorded their lowest success rates, whereas POF-based methods maintained significant

improvements. This observation motivated our decision to further challenge POF-based methods
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Figure 3.8
Success rate comparison of our approach (i.e., POF+MADER and POF+RMADER) and baselines
(i.e., MADER [2], RMADER [3], and Ego-Swarm [4], under localization uncertainty in
simulation.

by introducing localization uncertainty within the context of a sinusoidal obstacle trajectory.

The experimental setup remained identical to Section 3.5.3, with dynamic obstacles following

sinusoidal paths at velocities of 1, 3, 5, and 10 m/s. At each velocity, 10 runs were conducted with

localization uncertainty applied to obstacle positions. The comparative outcomes are summarized

in Table 3.6.

As shown in Fig. 3.8 and Table 3.6, the results show that localization uncertainty degrades

the performance of all algorithms, but to varying degrees. MADER and Ego-Swarm experienced

the sharpest drops in success rate, confirming their limited resilience to state estimation errors.

RMADER showed moderate robustness, but still suffered from non-negligible collision rates. In

contrast, POF-integrated approaches remained consistently superior: POF+MADER retained a

success rate 17.5% lower than in the nominal case yet still outperformed MADER by a wide

margin, while POF+RMADER sustained the highest overall reliability with only minor reductions

in performance. Importantly, both POF-based methods preserved significantly larger obstacle
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separation distances than the baselines, which indicates that POF-integration substantially enhances

robustness by maintaining conservative safety buffers and collision-free operation in most trials,

under localization uncertainties.

3.5.5 Real-World Experiments

To validate implementation feasibility beyond simulation, we conducted hardware experiments

using Crazyflie 2.1 UAVs in a 6.23× 3.6× 2.2 m indoor arena equipped with a VICON motion

capture system. In each experiment, one Crazyflie acted as the navigating agent while two additional

Crazyflies emulated dynamic obstacles. Due to the limited onboard computation of the Crazyflie

platform, trajectory planning was executed in real time on a host computer, with commands

transmitted to the drones via Crazyradio PA. Reflective markers were mounted on all drones for

motion capture, and the Crazyswarm library [73] was used to stream control inputs from the host

to the UAVs. An illustration of the experimental setup is shown in Fig. 3.6.

The real-world evaluation was performed only on MADER and POF+MADER because of

two main considerations: (i) MADER serves as the standard baseline in decentralized trajec-

tory planning, which makes it the most appropriate reference for hardware validation; and (ii)

POF+MADER is our proposed extension, enabling direct assessment of probabilistic filtering un-

der realistic sensing, communication, and actuation conditions. With the hardware experiments,

we want proof-of-concept feasibility and validation of POF integration in real-world on physical

UAVs.

For the dynamic obstacles, we use the same four types of trajectories (i.e., straight line, sinusoid,

vertical wave, and trefoil-knot trajectories), as shown in Fig. 3.6. For each trajectory, 10 runs were

performed at obstacle velocities of 0.5, 1.0, and 1.5 m/s, resulting in 120 trials per algorithm.

An experiment is considered successful if the agent navigates from their start location to the goal

location without colliding with the obstacles. For safety purposes, the boundaries of the obstacles

are inflated. Specifically, the actual diameter of the obstacle is 0.15 meters, and for collision

avoidance, this was inflated to 0.3 meters (i.e., a 100% increase in size). A collision is considered

to have occurred if an agent enters this inflated boundary, which ensures a safer buffer zone around
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Table 3.7
Real-world Comparison of POF+MADER with MADER

Obstacle Motion Method
Success Rate

(% age)
Min. Obstacle
Separation (m)

Time Within
Collision (s)

Avg Navigation
Duration (s)

Avg Velocity of
Drone (m/s)

Collisions
per 10 Runs

1 m/s 3 m/s 5 m/s 1 m/s 3 m/s 5 m/s 1 m/s 3 m/s 5 m/s 1 m/s 3 m/s 5 m/s 1 m/s 3 m/s 5 m/s 1 m/s 3 m/s 5 m/s

Straight line MADER 50 40 0 0.18 0.15 0.14 0.96 1.29 1.81 13.60 13.53 14.39 0.61 0.62 0.63 5 6 11
POF+MADER 90 80 70 0.30 0.27 0.24 0.19 0.41 0.49 13.38 13.67 13.42 0.62 0.61 0.62 1 2 4

Sinusoid MADER 60 50 40 0.19 0.17 0.15 0.67 2.66 2.71 12.95 13.26 13.14 0.64 0.61 0.62 4 10 12
POF+MADER 90 80 70 0.31 0.23 0.19 0.51 0.37 1.36 13.33 13.31 13.27 0.62 0.62 0.62 2 3 6

Vertical wave MADER 20 10 10 0.16 0.12 0.13 2.14 3.06 3.07 13.08 13.42 13.70 0.59 0.61 0.61 9 10 12
POF+MADER 60 50 40 0.19 0.22 0.16 1.02 1.66 1.90 13.07 13.68 13.50 0.58 0.61 0.61 4 5 8

Trefoil knot MADER 80 60 70 0.26 0.22 0.30 0.41 1.43 0.92 13.60 13.57 13.32 0.60 0.61 0.62 2 5 3
POF+MADER 80 80 80 0.43 0.37 0.46 0.51 0.48 0.88 13.11 12.60 13.05 0.61 0.63 0.63 2 2 2

Figure 3.9
Performance evaluation of MADER and POF+MADER in a real-world environment.

the obstacle.

3.5.6 Real-World Results

Table 3.7 and Fig. 3.9 present the results. POF+MADER consistently achieved higher success

rates, fewer collisions, and greater minimum separation than MADER, validating the safety im-

provements observed in simulation. For example, in sinusoidal motion at 1.5 m/s, POF+MADER

achieved a 90% success rate compared to 65% for MADER.
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3.6 Discussion

Our experimental evaluation, presented in Section 3.5, provided strong evidence that integrating

a probabilistic obstacle filter (POF) into optimization-based planners like MADER and RMADER

yields significant gains in robustness. This section moves beyond the quantitative results to interpret

their deeper implications, discussing the fundamental advantages of our proactive planning archi-

tecture, the reasons for its resilience to uncertainty, and the practical considerations for real-world

deployment.

3.6.1 The Advantage of Proactive Planning Under Uncertainty

A core insight from our comparative analysis is the fundamental advantage of proactive planning

over purely reactive strategies. The baseline planners, particularly MADER and Ego-Swarm,

perform adequately in simple scenarios but exhibit brittle performance as obstacle dynamics become

more complex or perception becomes noisy. This is because their planning horizon is limited; they

react to the current state of the world, leaving little time to generate smooth, safe maneuvers in

response to fast-approaching or erratically moving obstacles.

In contrast, our POF-integrated methods succeed by effectively ”looking into the future.” POF

provides the planner with a high-fidelity forecast of where obstacles are most likely to be, giving

the optimizer a crucial ”heads-up.” This allows it to generate evasive trajectories that are not just

reactive, but preemptive. The most compelling finding is the nature of the trade-off this provides:

our results show nearly 39% improvement in success rate for a negligible 0.8% increase in navigation

time. This demonstrates that the computational cost of filtering and prediction is far outweighed

by the gains in safety and reliability, representing a highly favorable trade-off for any safety-critical

application.

3.6.2 State Estimation as a Foundation for Robust Planning

The performance of our system under injected sensor noise reveals another key principle: robust

planning is critically dependent on robust state estimation. The sharp decline in performance for

the baseline planners under localization uncertainty highlights their sensitivity to noisy inputs. A
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planner without a filtering layer is forced to react to every spurious measurement, which can lead

to jerky, inefficient, or unsafe trajectories.

The resilience of POF+MADER and POF+RMADER stems directly from the POF’s ability to

”see through the noise.” By maintaining a probabilistic belief over the obstacle’s state (including

its velocity and covariance), the filter effectively smoothes the raw measurements and provides a

stable, physically plausible estimate to the planner. The planner, therefore, operates on a clean,

reliable stream of data, allowing it to make more consistent and accurate decisions. This confirms

that for real-world robotics, where perfect perception is impossible, tightly coupling the planning

and estimation processes is essential for achieving robust autonomy.

3.6.3 Limitations and Extensions

The combination of simulation and hardware results supports the feasibility of POF integration

for real-world UAV navigation. Its lightweight nature makes this advanced predictive capability

accessible to small aerial platforms without requiring expensive, high-power onboard computers.

However, the current implementation operates under certain assumptions that define its scope and

potential directions for extension.

3.6.3.1 Current Limitations

First, we employ a constant-velocity motion model that proved effective for non-cooperative

obstacles in our experiments. This model supports computational efficiency and short-term pre-

diction but complex maneuvers such as coordinated turns or evasive actions may require more

advanced models.

Second, the Gaussian noise model effectively represents motion-capture and typical IMU-

based localization uncertainties, but real-world sensors may exhibit non-Gaussian characteristics,

including multi-modal distributions from vision-based detectors or heavy-tailed distributions from

intermittent failures.

Third, hardware validation was conducted on Crazyflie 2.1 platforms in controlled indoor

environments with limited dynamic obstacles. Although this provides compelling proof-of-concept

feasibility, outdoor scenarios introduce GPS degradation, wind disturbances, and larger obstacle
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populations that exceed this constrained operational envelope.

Based on these limitations, several extensions would broaden POF+MADER’s applicability to

complex real-world deployments.

3.6.3.2 Multi-Agent Coordination Extensions

The current decentralized architecture treats each agent’s obstacle tracking independently. How-

ever, in scenarios where multiple agents have overlapping perception ranges, cooperative estimation

strategies could substantially improve prediction accuracy. Distributed filtering approaches, such as

consensus-based estimation in sensor networks [120], could be used to fuse obstacle measurements

across agents to reduce uncertainty bounds. This collaborative sensing would be particularly valu-

able in GPS-denied environments where individual sensor reliability degrades due to occlusions.

Agents can further optimize performance by sharing learned obstacle behavior patterns via

distributed databases. When one agent observes recurring motion characteristics (such as pedestrian

crosswalk behavior or vehicle lane-following patterns), this information could propagate to other

swarm members, enabling more accurate prediction than generic constant-velocity models provide.

3.6.3.3 Heterogeneous Obstacle Types Handling

Real-world environments contain diverse obstacle types with distinct motion characteristics.

Integrating upstream obstacle classification would enable motion model selection tailored to obsta-

cle type. For instance, pedestrian detection could invoke Social Force Models[121], which capture

goal-directed behavior and social interactions, and vehicle detection would trigger car-following

models such as the Intelligent Driver Model[122] that represent acceleration patterns and lane

constraints.

To handle abrupt maneuver changes without explicit type information, Interacting Multiple

Model (IMM) filters [123] could be used to maintain parallel motion hypotheses (constant veloc-

ity, coordinated turn, sudden stop) with dynamically updated probabilities based on measurement

likelihood. This multi-hypothesis approach provides robustness to unpredictable behaviors such

as birds’ evasive responses or vehicles’ emergency braking, common in outdoor scenarios. Addi-

tionally, extending obstacle representation from our spherical models to oriented bounding boxes
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would enable tighter collision constraints for elongated obstacles and potentially reduce planning

conservatism.

3.6.3.4 Outdoor Environment Adaptation

Outdoor deployment introduces systematic challenges addressable through targeted extensions.

Wind disturbances violate constant-velocity assumptions over longer horizons; incorporating mea-

sured or estimated wind conditions into the process noise covariance (Q matrix) would maintain

prediction fidelity and explicitly represent increased uncertainty in planning constraints. For nav-

igation in GPS-denied areas, integrating POF with vision-based SLAM systems would require

obstacle tracking and ego-motion estimation to be coupled.

These extensions build upon the modular POF+MADER foundation rather than requiring a

fundamental redesign. Future work will prioritize heterogeneous classification and multi-model

estimation to directly address current modeling limitations and enable outdoor validation.

3.7 Conclusions and Future Work

In this work, we presented a novel hybrid architecture, POF+MADER, that successfully bridges

the critical gap between the need for proactive planning and the reality of perception uncertainty in

dynamic environments. By integrating a lightweight, real-time probabilistic obstacle filter into the

core of state-of-the-art multi-agent trajectory planners, we have eliminated their restrictive reliance

on a priori knowledge of obstacle trajectories. The proposed approach transforms these planners

into robust, predictive systems capable of generating safer paths by explicitly modeling and reacting

to the forecasted motion of unknown dynamic obstacles.

Comprehensive validation through simulation and hardware experimentation shows the advan-

tages of the proposed proactive POF-integrated methods. In simulation benchmarks, POF-based

methods outperformed baseline methods in terms of safety and reliability, as demonstrated by

collision rate reduction of up to 39% without compromising navigational efficiency. The practical

feasibility of this lightweight architecture is then confirmed through its successful deployment on

Crazyflie 2.1 UAVs. In these hardware trials, POF+MADER consistently outperformed MADER

under realistic sensing and communication conditions, confirming the practical applicability of the
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approach.

POF-based methods presents advantages, limitations, and areas for future direction, as outlined

in subsection 3.6.3 such as integrating more advanced motion models and scaling the validation to

larger and outdoor aerial platforms.
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CHAPTER IV: SYNTRAG: A SYNTHETIC TRAJECTORY GENERATOR FOR

NON-COOPERATIVE DYNAMIC OBSTACLES IN UAV NAVIGATION

Abstract

Unmanned Aerial Vehicles (UAVs) require robust navigation in dynamic environments to avoid

collisions with non-cooperative obstacles like birds or other aerial objects, whose trajectories are

non-linear, irregular, and not governed by road or air-traffic rules. Data-driven forecasting models

such as Recurrent Neural Networks (RNNs) and Transformers, have shown strong performance

in trajectory forecasting; however, progress in the UAV domain is constrained by the absence of

publicly available data capturing such unstructured aerial motions. In this chapter, we present

SynTraG, a parametric synthetic trajectory generator that produces a configurable and extensive

corpus of 3D trajectories by mixing kinematic primitives that emulate common non-cooperative

motions: linear flight, oscillatory weaving, complex looping maneuvers, and vertical undulations.

The generator is formulated as a mixture of closed-form kinematic primitives with randomized pa-

rameters and explicit controls over path length, speed, acceleration, curvature, and spectral content.

Heteroscedastic Gaussian noise is incorporated to model localization uncertainty (e.g., GPS/IMU

errors) to enable probabilistic trajectory forecasting. We provide an open-source implementation

of SynTraG and a sample dataset of 47,894 diverse trajectories, which enables robust training and

benchmarking of forecasting models for UAV collision avoidance with non-cooperative dynamic

obstacles. This work enables the development and standardized benchmarking of next-generation

forecasting models for safer autonomous aerial navigation.

4.1 Introduction

The proliferation of Unmanned Aerial Vehicles (UAVs) in various applications such as surveil-

lance, agriculture, package delivery, and disaster response, has increased the need for robust

collision avoidance systems [12, 11, 111]. In unstructured environments, UAVs must handle dy-

namic obstacles with unpredictable, non-linear trajectories, such as birds or other aerial objects

that do not cooperate with the ego-UAV, as shown in Fig. 4.10. Proactive avoidance requires an

64



Structured Ground Environment

Observed 
HistoryPredicted

Trajectory

Bird

Predicted
TrajectoriesObserved History

Planned Path

Collision Risk

Unstructured Aerial Environment

ego-UAV

Perception Horizon
Drone

Figure 4.10
Illustration of the UAV navigation problem among non-cooperative dynamic obstacles.

accurate forecast of the future trajectory of these obstacles, which enables UAVs to adjust their

trajectory preemptively.

Recent advances in deep learning, especially recurrent and Transformer-based sequence models,

have shown strong performance in trajectory prediction for pedestrians [124, 125], road vehicles

[61, 126], and social navigation [127]. However, these models require large and diverse training

data to generalize across various motion patterns.

Existing datasets are focused on ground-based scenarios, such as vehicle or pedestrian tracking

(e.g., nuScenes [61] or Waymo Open Motion [62]), which fall short for UAV contexts. Such datasets

typically constrain motion to planar or interactive settings, leaving out the complex, erratic, and

three-dimensional trajectories seen in bird movements or drone failures. Collecting real-world

data for these obstacles presents significant challenges, including ethical issues in interacting with
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wildlife, safety hazards during flight operations, and the rarity of such collision-prone events. To

the best of our knowledge, there are no widely adopted datasets of non-interactive, non-cooperative

aerial obstacle trajectories suitable for training forecasting models. As a result, synthetic dataset

generation is a pragmatic and effective way to train such models.

We propose SynTraG, a parametric synthetic dataset generator to bridge this gap. It employs

canonical kinematic equations with randomized parameters to generate diverse 3D trajectories that

emulate non-interactive dynamic obstacles. These primitives were selected to form a basis set for

complex aerial motion; straight-line motion represents predictable flight paths, sinusoidal and up-

and-down patterns model periodic motions like flapping or gliding oscillations, and the trefoil knot

serves as a challenging, high-curvature primitive representative of erratic or evasive maneuvers.

For example, trefoil patterns capture the cyclic, knot-like maneuvers observed in bird flocks, which

can be scaled and offset through parametric models to enhance realism. Furthermore, SynTraG

also introduces localization uncertainty to enable risk-aware probabilistic trajectory forecasting for

dynamic obstacles. To facilitate adoption, we have open-source the generator code and the data

corpus, which comprises around 47,894 trajectory samples.

4.2 Related Work

4.2.1 Trajectory Forecasting

Trajectory forecasting for UAVs has gained significant advancement due to its critical role in

autonomous navigation, collision avoidance, and air traffic management. Advances are largely

driven by sequence modeling frameworks such as recurrent neural networks (RNN), transformers,

and convolutional architectures designed for spatio-temporal data [128, 129]. For instance, QCNet-

3D [130] introduces a UAV-specific predictor that models 3D motion through correlated axis-wise

refinement and performs better than traditional 2D methods by addressing the unique complexities

of aerial environments. Learning-based approaches increasingly integrate multimodal data from

vision, LiDAR, and event sensors to improve long-horizon forecasting under adverse conditions

[131]. Uncertainty quantification and probabilistic models are emerging to better capture the

inherent stochasticity in UAV flight paths [132].

66



4.2.2 Existing Datasets for UAV Navigation

The development of UAV trajectory prediction methods depends strongly on access to high-

quality datasets, which remain scarce in aerial domains. The MiTra dataset [133] leverages

drone-collected traffic trajectories to characterize urban aerial movements across diverse traffic

states. Similarly, the MMAUD dataset [134] incorporates multimodal sensor data (e.g., LiDAR,

radar, and fisheye cameras) in urban UAV interception scenarios, enabling realistic evaluations in

noisy and dynamic environments. Other datasets such as BuckTales [135] focus on multi-UAV

tracking in wildlife habitats, capturing relatively predictable collective dynamics unsuitable for non-

cooperative airborne obstacles. Datasets tailored to erratic or adversarial drones, or bio-inspired

motions (e.g., birds), remain an important gap in the literature.

4.2.3 Synthetic Dataset for Motion Prediction

Synthetic trajectory generation has become a crucial tool for augmenting limited real-world UAV

data, enabling more diverse and complex motion pattern training. Simulators such as AirSim [136]

and SynDrone [137] enable configurable multi-agent UAV flights in varied environments but

primarily focus on structured, cooperative scenarios. Transformer-based generative models, such as

TrajGPT [138], advance controlled synthesis of realistic trajectories under learned spatio-temporal

distributions. Probabilistic diffusion models such as DiffTraj [139] further support the creation of

privacy-preserving GPS trajectories for improved forecasting pipelines. However, existing synthetic

and real-world datasets remains limited in representing erratic, bio-inspired, or adversarial flight

dynamics essential for collision avoidance in open airspace. Furthermore, existing generative

models often learn from real-world data distributions that are unavailable for our target domain.

SynTraG, therefore, adopts a first-principles, parametric approach of kinematically diverse and

challenging aerial motions.

4.3 The SynTraG Framework

This section explains the mathematical modeling of the proposed SynTraG framework, ex-

plaining its key components for generating synthetic trajectories. This includes the definition of
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Figure 4.11
SynTraG generative pipeline architecture.

trajectory forecasting task, generator’s objective, mixture prior governing the selection of motion

primitives, the conditional priors for primitive-specific parameters, the state-transition dynamics in-

corporating uncertainty modeling, and the kinematic equations for each motion primitive. Fig. 4.11

shows the overall system diagram of the framework.
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4.3.1 Mathematical Formulation

4.3.1.1 Forecasting task

The trajectory forecasting problem is defined as given a sequence of historical states of a

dynamic obstacle over a time horizon 𝑇 , predict its future states over a subsequent time horizon

𝑁 . The state at time 𝑡 is defined as s𝑡 = [𝑥𝑡 , 𝑦𝑡 , 𝑧𝑡 , 𝑣𝑥,𝑡 , 𝑣𝑦,𝑡 , 𝑣𝑧,𝑡]𝑇 ∈ R6 representing the obstacle’s

state at time 𝑡, comprising its position [𝑥𝑡 , 𝑦𝑡 , 𝑧𝑡]𝑇 ∈ R3 and velocity [𝑣𝑥,𝑡 , 𝑣𝑦,𝑡 , 𝑣𝑧,𝑡]𝑇 ∈ R3 in a 3D

Cartesian coordinate system relative to a world frame. The input is a historical sequence of states

X1:𝑇 = [s1, s2, . . . , s𝑇 ] ∈ R𝑇×6, where 𝑇 is the length of the input sequence, corresponding to a time

window of (𝑇 ·Δ𝑡) seconds with a time step Δ𝑡 seconds. The output is a forecast of future positions

Y𝑇+1:𝑇+𝑁 = [y𝑇+1,y𝑇+2, . . . ,y𝑇+𝑁 ] ∈ R𝑁×3, where y𝑡 = [𝑥𝑡 , 𝑦𝑡 , 𝑧𝑡]𝑇 ∈ R3 denotes the 3D position

coordinates of obstacle’s trajectory at time 𝑡 = 𝑇 + 1, . . . ,𝑇 +𝑁 , and 𝑁 is the prediction horizon,

spanning (𝑁 ·Δ𝑡) seconds. A prediction model 𝑓𝜃 : R𝑇×6→ R𝑁×3, with learnable parameters 𝜃,

maps X1:𝑇 to Ŷ𝑇+1:𝑇+𝑁 .

4.3.1.2 Generator Objective

The goal of SynTraG is to synthesize a large set of paired sequences:

D =
{
(X(𝑖)1:𝑇 ,Y

(𝑖)
𝑇+1:𝑇+𝑁 )

}𝑀
𝑖=1 (4.25)

consisting of 𝑀 paired sequences, where each pair is derived from procedurally simulated trajec-

tories. These trajectories are generated by sampling from a mixture of canonical motion primitives

and rolling out closed-form kinematic equations under randomized parameters. The framework

provides control over (i) the mixture weights across motion families (straight, sinusoid, up-and-

down, and trefoil) and (ii) primitive-specific parameter distributions, enabling tunable balance and

diversity to support robust model training and out-of-distribution (OOD) evaluation.

4.3.1.3 Mixture Prior over Motion Primitives

For each sample, a motion primitive index 𝑘 ∈ {1, . . . ,4} is drawn from a categorical distribution:

𝑘 ∼ Cat(𝝅), 𝝅 = (𝜋1, 𝜋2, 𝜋3, 𝜋4),
4∑︁
𝑘=1

𝜋𝑘 = 1 (4.26)
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Here, Cat(𝝅) governs the probabilities over the four primitives: straight, sinusoid, trefoil,

up and down. A uniform prior (𝜋𝑘 = 1/4) ensures balanced generation, while skewed weights

(e.g., setting 𝜋trefoil = 0) can induce OOD scenarios, such as primitive hold-out during training.

4.3.1.4 Primitive-Specific Parameter Priors

Conditioned on 𝑘 , a vector of motion parameters 𝜑𝑘 is drawn from a user-configurable prior

Π𝑘 :

𝜑𝑘 ∼ Π𝑘

Typically, Π𝑘 factorizes into independent uniform distributions over primitive-specific parame-

ters, controlling aspects such as amplitude, frequency, phase, offsets, and bounds on speed or

acceleration. For instance, sinusoid: 𝐴∼U[𝐴min, 𝐴max], 𝜔∼U[𝜔min,𝜔max], 𝜙∼U[0,2𝜋]; for

straight: speed 𝑠 ∼ U[𝑠min, 𝑠max] and direction d ∈ S2). These priors shape trajectory length,

speed/acceleration, curvature, and spectral content.

4.3.1.5 State Transition with Optional Uncertainty

Given (𝑘, 𝜑𝑘 ), the state evolves according to discrete-time dynamics:

s𝑡+Δ𝑡 = Φ𝑘 (s𝑡 , 𝑡; 𝜑𝑘 ) + 𝜀𝑡 (4.27)

where Φ𝑘 is the deterministic kinematic mapping for primitive 𝑘 , and 𝜀𝑡 is an optional noise term

that models sensor inaccuracies or environmental perturbations. For uncertainty-aware generation,

we employ zero-mean Gaussian noise:

𝜀𝑡 ∼ N(0, Σ𝑘 ), Σ𝑘 = 𝜎2(ℓ) 𝐼3, 𝜎2(ℓ) = 𝛼ℓ ·𝑢, 𝑢 ∼U[𝑢min, 𝑢max] (4.28)

where ℓ is the sample’s path length (i.e., ℓ =
∑
𝑡 ∥y𝑡+Δ𝑡 −y𝑡 ∥2) and 𝛼 is the scaling factor (e.g.,

𝛼=0.1) that controls the overall noise magnitude. 𝑢 is a random variable drawn from a uniform

distribution U[𝑢min, 𝑢max] that introduces randomness to the variance for each trajectory to make

them more diverse. This produces heteroscedastic variance targets compatible with probabilistic

predictors.
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4.3.1.6 Generative Program for One Sample

Let 𝑡0 denote the start of the observation window. With an initial state s𝑡0 (sampled from a

bounded prior over positions and zero initial velocity), the data pair (X,Y) is obtained by rolling

out Eq. (4.27):

𝑘 ∼ Cat(𝝅), 𝜑𝑘 ∼ Π𝑘 , s𝑡0 ∼ 𝑝0,

s𝑡+Δ𝑡 = Φ𝑘 (s𝑡 , 𝑡;𝜑𝑘 ) + 𝜀𝑡 for 𝑡 ∈ [𝑡0, 𝑡0+(𝑇+𝑁−1)Δ𝑡],

X1:𝑇 = [s𝑡0 , . . . , s𝑡0+(𝑇−1)Δ𝑡], Y𝑇+1:𝑇+𝑁 = [y𝑡0+𝑇Δ𝑡 , . . . ,y𝑡0+(𝑇+𝑁−1)Δ𝑡]

with y𝑡 the position component of s𝑡 . Repeating this program 𝑀 times yields the dataset D, with

𝜀𝑡 ensuring probabilistic variance, if enabled.

4.3.1.7 Induced Mixture over Data Pairs

The generative process induces a probability distribution over data pairs (X1:𝑇 ,Y𝑇+1:𝑇+𝑁 ),

modeled as a finite mixture of four components corresponding to the four kinematic primitives:

𝑝(X1:𝑇 ,Y𝑇+1:𝑇+𝑁 ) =
4∑︁
𝑘=1

𝜋𝑘

∫
𝑝(X1:𝑇 ,Y𝑇+1:𝑇+𝑁 | 𝑘, 𝜑𝑘 ) dΠ𝑘 (𝜑𝑘 ) (4.29)

Here, the mixture weights 𝝅 control the balance between primitives, determining the relative

frequency of each motion type in the dataset (e.g., more straight vs. trefoil trajectories). The

parameter priors Π𝑘 govern intra-primitive variability, allowing diverse trajectory characteristics

(e.g., varying speeds or amplitudes within the sinusoidal primitive). This mixture structure ensures

a rich and diverse dataset D which captures a wide range of non-cooperative obstacle behaviors.

For evaluation, in-distribution (ID) protocols use the full mixture, while out-of-distribution (OOD)

protocols can be configured by modifying 𝝅 (e.g., setting 𝜋𝑘 = 0 to exclude a primitive) or restricting

Π𝑘 ’s support (e.g., limiting amplitude ranges to test generalization to unseen parameter).

4.3.2 Core Kinematic Motion Models

This subsection defines the kinematic equations for the four motion primitives in SynTraG:

straight-line, sinusoidal, trefoil knot, and up-and-down. These primitives, implemented via the

deterministic mapping Φ𝑘 (s𝑡 , 𝑡;𝜑𝑘 ) in Eq. (4.27), generate diverse 3D trajectories that emulate non-

cooperative aerial obstacles (e.g., birds or any other non-cooperative aerial object) within a bounded
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workspace [−b,b]3 ⊂ R3. The state s𝑡 = [y⊤𝑡 ,v⊤𝑡 ]⊤ ∈ R6, comprising position y𝑡 = [𝑥𝑡 , 𝑦𝑡 , 𝑧𝑡]⊤ and

velocity v𝑡 = [𝑣𝑥,𝑡 , 𝑣𝑦,𝑡 , 𝑣𝑧,𝑡]⊤, evolves with a fixed timestep Δ𝑡. Each primitive is governed by

parameters 𝜑𝑘 sampled from priors Π𝑘 , as defined in Section 4.3.1.3 that ensures variability

in trajectory characteristics such as length, speed, and curvature. These models are designed to

capture realistic motion patterns, from linear flights to complex, bio-inspired maneuvers, supporting

robust trajectory forecasting for UAV collision avoidance.

4.3.2.1 Straight-Line (Constant Velocity) Motion

This primitive models linear, non-maneuvering motion, such as a drone’s steady flight or a

bird’s gliding path. The state evolves as:

y𝑡+Δ𝑡 = y𝑡 + 𝑠dΔ𝑡 (4.30a)

v𝑡+Δ𝑡 = 𝑠d (4.30b)

where speed 𝑠 ∼ U[𝑠min, 𝑠max] controls the magnitude of motion, and direction d ∈ S2 (a unit

vector on the 2-sphere) defines the 3D orientation. Parameters: 𝜑straight = {𝑠,d}. Acceleration is

zero (a𝑡 = 0), reflecting constant velocity.

4.3.2.2 Sinusoidal Motion

This captures lateral oscillatory motion and approximate bird-like weaving in the 𝑦-direction.

The state updates are:

𝑥𝑡+Δ𝑡 = 𝑥𝑡 + 𝑠Δ𝑡 (4.31a)

𝑦𝑡+Δ𝑡 = 𝐴 sin(𝜔(𝑡 +Δ𝑡) +𝜙) (4.31b)

𝑧𝑡+Δ𝑡 = 𝑧𝑡 (4.31c)

𝑣𝑥,𝑡+Δ𝑡 = 𝑠 𝑣𝑦,𝑡+Δ𝑡 = 𝐴𝜔cos(𝜔(𝑡 +Δ𝑡) +𝜙) 𝑣𝑧,𝑡+Δ𝑡 = 0 (4.31d)

with speed 𝑠 ∼U[𝑠min, 𝑠max], amplitude 𝐴∼U[𝐴min, 𝐴max], frequency𝜔∼U[𝜔min,𝜔max], and

phase 𝜙 ∼U[0,2𝜋]. Parameters: 𝜑sinusoid = {𝑠, 𝐴,𝜔, 𝜙}. Acceleration: 𝑎𝑦,𝑡 = −𝐴𝜔2 sin(𝜔𝑡 +𝜙).
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4.3.2.3 Trefoil-Knot Motion

This models complex, looping 3D maneuvers, inspired by erratic bird flock patterns or evasive

drone behaviors. Let 𝜏 = 𝑡 +Δ𝑡. The state evolves as:

𝑥𝑡+Δ𝑡 = 𝛼(sin𝜏+2sin2𝜏) + 𝑜𝑥 (4.32a)

𝑦𝑡+Δ𝑡 = 𝛼(cos𝜏−2cos2𝜏) + 𝑜𝑦 (4.32b)

𝑧𝑡+Δ𝑡 = −𝛼 sin3𝜏+ 𝑜𝑧 (4.32c)

𝑣𝑥,𝑡+Δ𝑡 = 𝛼(cos𝜏+4cos2𝜏) (4.32d)

𝑣𝑦,𝑡+Δ𝑡 = 𝛼(−sin𝜏+4sin2𝜏) (4.32e)

𝑣𝑧,𝑡+Δ𝑡 = −3𝛼 cos3𝜏 (4.32f)

with scale 𝛼 ∼U[𝛼min, 𝛼max] and offset o = [𝑜𝑥 , 𝑜𝑦, 𝑜𝑧]⊤ ∼U[−𝑜max, 𝑜max]3. Parameters: 𝜑trefoil =

{𝛼,o}. Accelerations are derived from second derivatives of the position equations.

4.3.2.4 Up-and-Down Motion

This represents vertical oscillatory motion, such as flapping wings or altitude-varying drone

flight. The state updates are:

𝑥𝑡+Δ𝑡 = 𝑥𝑡 + 𝑠Δ𝑡 (4.33a)

𝑦𝑡+Δ𝑡 = 𝑦𝑡 (4.33b)

𝑧𝑡+Δ𝑡 = 𝐴 sin(𝜔(𝑡 +Δ𝑡)) (4.33c)

𝑣𝑥,𝑡+Δ𝑡 = 𝑠, 𝑣𝑦,𝑡+Δ𝑡 = 0, 𝑣𝑧,𝑡+Δ𝑡 = 𝐴𝜔cos(𝜔(𝑡 +Δ𝑡)) (4.33d)

with speed 𝑠 ∼ U[𝑠min, 𝑠max], amplitude 𝐴 ∼ U[𝐴min, 𝐴max], and frequency 𝜔 ∼ U[𝜔min,𝜔max].

Parameters: 𝜑up-and-down = {𝑠, 𝐴,𝜔}. Acceleration is non-zero only in the 𝑧-direction: 𝑎𝑧,𝑡 =

−𝐴𝜔2 sin(𝜔𝑡).

4.4 Reference Instantiation and Dataset Corpus

This section details the instantiation of the SynTraG framework through the generation of

a reference dataset corpus, designed to support robust trajectory forecasting for non-cooperative
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dynamic obstacles in UAV navigation. The dataset, denotedD, comprises 47,894 paired sequences,

each consisting of historical state observations and future position predictions, synthesized using

the kinematic primitives and generative process described in Sections 4.3.1 and 4.3.2. This corpus

serves as a benchmark for evaluating forecasting models and is made publicly available to facilitate

research in safety-critical aerial navigation.

4.4.1 Data Generation Process

The dataset is constructed by simulating trajectories over an 8-second temporal window, parti-

tioned into a 3-second historical observation period (𝑇 = 30 timesteps with Δ𝑡 = 0.1 seconds) and a

5-second future prediction horizon (𝑁 = 50 timesteps). Historical sequences X1:𝑇 ∈ R30×6 capture

the state s𝑡 = [y⊤𝑡 ,v⊤𝑡 ]⊤ ∈ R6, where y𝑡 = [𝑥𝑡 , 𝑦𝑡 , 𝑧𝑡]⊤ and v𝑡 = [𝑣𝑥,𝑡 , 𝑣𝑦,𝑡 , 𝑣𝑧,𝑡]⊤ represent position

and velocity in a 3D Cartesian frame. Future sequences Y𝑇+1:𝑇+𝑁 ∈ R50×3 provide the predicted

positions y𝑡 over the forecast horizon. Trajectories are sampled at intervals aligned with approx-

imately one-quarter of the dominant motion period (e.g., 2𝜋/𝜔 for sinusoidal or up-and-down

primitives), ensuring diverse phase representations and comprehensive coverage of the dynamic

behaviors induced by the mappings Φ𝑘 (s𝑡 , 𝑡;𝜑𝑘 ). Initial states s𝑡0 are drawn from a bounded uni-

form prior over positions within [−b,b]3 with zero initial velocity, and the rollout incorporates

optional heteroscedastic Gaussian noise 𝜀𝑡 ∼ N(0,Σ𝑘 ) as per Eq. (4.27), where Σ𝑘 = 𝜎
2(ℓ)𝐼3 and

𝜎2(ℓ) = 0.1 ·ℓ ·𝑢with 𝑢 ∼Unif(0.9,1.1). This noise, proportional to path length ℓ =
∑
𝑡 ∥y𝑡+Δ𝑡−y𝑡 ∥2,

models localization uncertainty and supports probabilistic forecasting.

4.4.2 Dataset Composition and Visualization

The resulting dataset is structured as X ∈ R47894×30×6 for observations and Y ∈ R47894×50×3

for targets, reflecting a balanced distribution across the four motion primitives: straight-line,

sinusoidal, trefoil knot, and up-and-down. A 3D visualization of representative trajectories is

provided in Fig. 4.12, illustrating the diversity in initial positions and motion patterns, from linear

paths to complex loops and vertical oscillations.
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Figure 4.12
Representative 3D trajectories for each motion primitive with uncertainty quantification.

4.4.3 Statistical Analysis

The dataset’s statistical properties are summarized in Table 4.8, which reports the sample count,

average trajectory length, minimum and maximum lengths, average speed, and variance metrics

for each motion type. The average length is computed as the cumulative Euclidean distance over

the 8-second simulation, while average speed is derived from the mean magnitude of the velocity

vector ∥v𝑡 ∥ =
√︃
𝑣2
𝑥,𝑡 + 𝑣2

𝑦,𝑡 + 𝑣2
𝑧,𝑡 . Variance estimates, reflecting the heteroscedastic noise model, are

calculated as 10% of the path length scaled by a uniform random factor ∼Unif(0.9,1.1), providing

a realistic uncertainty profile for training mixture density networks (MDNs) or similar probabilistic

models.

Table 4.8 also reveals the dataset’s diversity. For instance, sinusoidal and up-and-down trajec-

tories exhibit greater length and speed variability, reflecting their oscillatory nature, while trefoil

knots maintain consistent lengths due to their parametric structure.
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Table 4.8
Dataset statistics per motion type.
Motion Type Sample

Count
Avg

Length
(m)

Min
Length

(m)

Max
Length

(m)

Avg
Speed
(m/s)

Min
Speed
(m/s)

Max
Speed
(m/s)

Avg.
𝝈2 (m2)

Std.
Dev.
(m)

sinusoid 10280 44.27 8.22 116.53 4.07 1.00 12.38 1.99 1.24
straight 13650 27.24 6.65 66.16 1.26 0.50 2.00 0.62 0.22
trefoil 11568 38.53 18.21 59.95 4.60 4.43 4.79 2.23 0.65
up and down 12396 46.35 8.91 125.51 4.25 1.00 13.27 2.08 1.33

4.4.4 Accessibility and Usage

The complete dataset corpus in Python pickle (.pkl) format, along with the code and a detailed

implementation for the SynTraG framework, is publicly available under the MIT License and

accessible at: https://github.com/syediu/SynTraG.git. Users can leverage the dataset

for training forecasting models, with pre-computed variance estimates facilitating probabilistic

predictions. The framework’s configurability allows for regeneration of D with adjusted mixture

weights 𝝅 or parameter priors Π𝑘 , enabling tailored datasets for specific research objectives.

4.5 Conclusion

This chapter introduces SynTraG, an open-source synthetic trajectory generator addressing the

critical need for data to train UAV collision avoidance systems against non-cooperative dynamic

obstacles. By synthesizing 47,894 diverse 3D trajectories via mixture of four kinematic primitives

with optional uncertainty, SynTraG provides a flexible, open-source tool for robust forecasting

model development. Reference instantiation demonstrate its utility, while the publicly available

dataset and code facilitate further research. Future work will explore real-world validation, inte-

gration with multi-modal sensors, and extension to adversarial motion patterns.
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CHAPTER V: AEROCAST: PROBABILISTIC 3D TRAJECTORY PREDICTION FOR

NON-COOPERATIVE DYNAMIC OBSTACLES

Abstract

Autonomous aerial vehicles operating in shared airspace must predict the future positions of

non-cooperative obstacles to plan evasive maneuvers before a collision becomes unavoidable. Un-

like cooperative systems that share intent, non-cooperative obstacles such as birds, uncontrolled

drones, or debris exhibit multi-modal motion that deterministic predictors cannot adequately rep-

resent. Existing methods either rely on recurrent encoders that propagate temporal information

sequentially, limiting their ability to capture long-range kinematic precursors of maneuver initia-

tion, or produce point forecasts that provide no distributional information to downstream planners.

This chapter presents AeroCast, a probabilistic trajectory prediction framework that combines a

Transformer encoder with a Mixture Density Network output head to predict per-timestep Gaus-

sian mixture distributions over future three-dimensional displacements. A translation-invariant

consecutive displacement encoding and a calibration-oriented training objective address the input

design and mode-degeneracy challenges specific to mixture-based aerial trajectory prediction. On

a hybrid real-and-synthetic quadrotor corpus spanning nine motion categories, AeroCast reduces

Average Displacement Error and Final Displacement Error by approximately 50% relative to the

baselines over a five-second horizon, and achieves the lowest negative log-likelihood and Continu-

ous Ranked Probability Score among all compared methods. Ablation analysis identifies velocity

input and model capacity as the primary contributors to prediction quality, and positional encoding

as essential for long-horizon trajectory coherence. AeroCast inference completes in 0.1 ms per

sample, compatible with real-time onboard deployment at 100 Hz.

5.1 Introduction

The proliferation of unmanned aerial vehicles (UAVs) in shared airspace introduces a core

safety requirement: an autonomous vehicle must anticipate the future positions of surrounding

non-cooperative obstacles to plan evasive maneuvers before a collision becomes geometrically
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unavoidable. Unlike cooperative multi-agent systems that share intent through communication

protocols, non-cooperative obstacles such as birds, uncontrolled drones, or wind-borne debris

provide no advance notice of their behavior. Reactive strategies that respond only to instantaneous

obstacle positions offer insufficient safety margins at typical flight speeds, where the interval

between detection and potential collision may be shorter than the vehicle’s minimum stopping

distance [4]. Proactive avoidance requires a predictor that maps a finite observation history to

a distribution over future positions. This task is more challenging in the aerial domain than in

ground-domain forecasting [140]. Aerial obstacles move in unconstrained three-dimensional space

without the road geometry or pedestrian social norms that regularize planar motion, and their

behavior is inherently multi-modal: an approaching obstacle may continue straight, bank sharply,

or climb, each with non-trivial probability.

Existing methods address these challenges only partially. Physics-based estimators such as

Kalman filters and Interacting Multiple Model (IMM) trackers assume predefined motion models

(constant velocity, coordinated turn) that poorly capture the erratic behavior of non-cooperative

obstacles [141]. Learning-based recurrent architectures, notably the GRU-based VECTOR model

for 3-D UAV prediction [142], achieve fast inference suitable for embedded deployment but produce

deterministic point forecasts. A single-trajectory output gives a downstream planner no information

about whether the prediction is confident or whether the obstacle is at a behavioral branch point,

both situations are indistinguishable in the output. Transformer-based encoders offer a structural

alternative: the self-attention mechanism provides every observation token with direct access

to every other token in the window, shortening the information path between temporally distant

timesteps to 𝑂 (1) and removing the sequential bottleneck inherent in recurrent processing [42].

To date, no prior work has applied a Transformer encoder specifically to non-cooperative aerial

obstacle prediction with a multi-modal probabilistic output head targeting uncertainty.

This chapter presents AeroCast, a probabilistic trajectory prediction framework that pairs a

Pre-LN Transformer encoder with a Mixture Density Network (MDN) output head to predict per-

timestep Gaussian mixture distributions over future three-dimensional displacements. The input
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representation encodes consecutive positional displacements normalized by a scale that enforces

translation invariance and produces bounded inputs suited to Gaussian mixture modeling. The

training objective combines negative log-likelihood with a mode-anchoring mean-squared-error

term and a variance floor matched to the sensor noise level, which prevents the mode degeneracy

that arises under pure NLL optimization with multiple mixture components. AeroCast is evaluated

on a hybrid real-and-synthetic quadrotor trajectory corpus spanning nine kinematically diverse

motion categories, with quantitative comparisons against four baselines at matched parameter

budgets, per-category accuracy breakdowns, and a systematic ablation of all major design choices.

The main contributions are:

1. A probabilistic Transformer-MDN predictor for non-cooperative aerial obstacles. Ae-

roCast combines a Pre-LN Transformer encoder with MDN output heads to produce per-

timestep Gaussian mixtures over future 3-D displacements, reducing ADE and FDE by

approximately 50% relative to the strongest recurrent baseline and achieving the lowest NLL

and CRPS among all compared methods.

2. A translation-invariant displacement encoding and calibration-oriented training pro-

tocol. The consecutive displacement representation provides translation invariance, bounded

input distributions, and Gaussian compatibility. The combined NLL and mode-anchoring

objective with a physically grounded sigma floor prevents variance collapse and produces

uncertainty estimates through Expected Calibration Error.

3. A comprehensive experimental evaluation and benchmarking. We conduct quantitative

comparisons against four trained baselines at matched parameter budgets, a per-trajectory-

type accuracy breakdown across nine kinematically diverse motion categories, a prediction

horizon analysis tracking error growth from 1 to 5 seconds, and a systematic ablation of all

major architectural and training choices.

4. A hybrid real-and-synthetic benchmark for non-cooperative aerial obstacle prediction.

We contribute a dataset of 90,116 sliding-window sequences from 113 quadrotor flight
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Figure 5.13
A typical scenario where an ego-UAV encounters a non-cooperative dynamic obstacle (an
uncontrolled drone).

recordings across nine kinematically diverse motion categories that combines sub-millimeter

Vicon ground truth with synthetic augmentation derived from a parametric trajectory gen-

erator. This dataset, together with a standardized evaluation protocol covering ADE, FDE,

best-of-K, NLL, and ECE metrics, to our knowledge, constitutes the first structured bench-

mark for 3-D non-cooperative aerial obstacle trajectory prediction.

5.2 Related Work

5.2.1 Classical Estimation and Recurrent Forecasting for Aerial Trajectories

The classical approach to aerial obstacle tracking relies on Bayesian state estimators that main-

tain a finite bank of kinematic hypotheses updated recursively as observations arrive. Kalman

filters and their multi-model extensions, including Interacting Multiple Model trackers, are com-

putationally efficient and interpretable, but their predictive quality is bounded by the fidelity of the
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assumed motion models to the underlying dynamics [141]. For non-cooperative aerial obstacles

exhibiting abrupt heading reversals, irregular vertical excursions, or speed-coupled turn maneuvers,

no compact set of constant-velocity or coordinated-turn hypotheses adequately spans the behav-

ioral envelope, and the estimator systematically lags behind the true state evolution rather than

anticipating it.

Learning-based recurrent architectures displaced hand-crafted motion models by extracting

temporal structure directly from data. LSTM, GRU, and bidirectional GRU variants has been

used as a standard components in trajectory forecasting pipelines. For aerial trajectory predic-

tion specifically, VECTOR [142] introduced a velocity-enhanced GRU formulation for 3D UAV

prediction, that achieves fast inference suitable for onboard deployment. However, the sequential

update mechanism imposes an information path length proportional to observation length, so early

kinematic signatures of an impending maneuver must propagate through every intermediate hidden

transition before influencing the forecast. Moreover, all recurrent methods cited above produce

deterministic point forecasts, providing no information to a downstream planner about whether the

prediction reflects high confidence or an imminent behavioral bifurcation.

5.2.2 Transformer-Based Trajectory Forecasting

The Transformer formulation of Vaswani et al. [42] replaced recurrence with self-attention,

allowing every observation token to interact directly with every other within the window. Global

connectivity shortens the information path length to a constant number of steps between any

two timesteps. Stability of deep encoder stacks is improved by pre-layer normalization, which

places normalization inside the residual branch and reduces the optimization fragility of post-

normalization Transformers [43]. These properties have been exploited in vehicle and pedestrian

forecasting through hierarchical and vectorized attention models [143, 144]. To our knowledge, no

prior work applies a Transformer encoder specifically to non-cooperative aerial obstacle prediction,

and none couples such an encoder with a multi-modal probabilistic output head targeting calibrated

uncertainty estimation. This work adopts the same architectural motivation but applies it to non-

cooperative aerial obstacles, using a Transformer encoder over a 2 s history of 3-D position and
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velocity so the model can attend globally to maneuver precursors over the full observation horizon.

5.2.3 Probabilistic Prediction and Calibration

Deterministic forecasts collapse distinct future behaviors into a single mean path, which is

insufficient for risk-aware planning that treats uncertainty as a decision variable. Multi-modal output

representations have become standard in ground-domain forecasting: Social-GAN [47] promotes

diverse futures through adversarial training and a variety loss; Trajectron++ [58] combines a graph-

structured recurrent backbone with conditional latent variables; and AgentFormer [143] extends

multi-modal prediction to Transformer architectures with social context. These methods establish

that single-hypothesis outputs are inadequate in dense or interactive scenes, but they were designed

around ground-domain constraints (map topology, pedestrian norms) that have no counterpart in

free-flight aerial prediction.

A separate question is whether the predicted uncertainty is calibrated, which means, whether

a model’s stated confidence intervals match empirical coverage rates. Guo et al. [49] showed

that modern deep networks are systematically miscalibrated and formalized Expected Calibration

Error (ECE) as a summary statistic for the confidence–coverage mismatch. Lakshminarayanan

et al. [145] demonstrated that deep ensembles produce well-calibrated uncertainty through multi-

model averaging, at the cost of multiple forward passes that increase computational and memory

requirements on embedded platforms. Kendall and Gal [146] distinguished aleatoric uncertainty

(irreducible measurement noise and behavioral variability) from epistemic uncertainty (reducible

with more data or richer models), a decomposition that clarifies which source of uncertainty a

given architecture can represent. On the training side, Gneiting and Raftery [147] proved that

strictly proper scoring rules, including negative log-likelihood, are the correct objective when the

output is a probability distribution; mean squared error is not proper at the distribution level and

can drive variance collapse. Ivanovic et al. [132] extended this perspective to trajectory forecasting

by analyzing how predictive uncertainty propagates along the forecast horizon.

Most multi-modal trajectory predictors evaluate probabilistic quality only indirectly, through

best-of-𝐾 error or diversity measures, and none of the cited methods enforces calibration during
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Table 5.9
Positioning of AeroCast relative to representative trajectory prediction methods.

Method 3-D Attn. Multi-modal Calib. Aerial

Social-GAN [47] — — ✓ — —
Trajectron++ [58] — — ✓ — —
AgentFormer [143] — ✓ ✓ — —
VECTOR [142] ✓ — — — ✓
AeroCast (ours) ✓ ✓ ✓ ✓ ✓

training. AeroCast encodes aleatoric ambiguity in a per-timestep Gaussian mixture trained with

NLL as the primary objective, augmented by a mode-anchoring MSE term and a sigma floor

matched to the sensor noise level. This design targets single-pass inference compatible with

onboard deployment and produces uncertainty estimates that can be assessed through ECE.

5.2.4 Datasets for Non-Cooperative Aerial Prediction

Public trajectory datasets at the scale and structure available for ground-domain prediction do

not exist for non-cooperative 3-D aerial obstacles. Pedestrian benchmarks such as ETH [148] and

driving corpora such as nuScenes [61] and the Waymo Open Motion Dataset [62] contain planar,

map-constrained, or cooperative traffic structure absent from free-flight aerial settings. Existing

aerial corpora focus on cooperative multi-UAV operations or structured air-traffic recording, under-

representing the abrupt and vertically coupled maneuvers relevant to collision avoidance in shared

airspace. SynTraG [149] introduced a parametric generator for non-cooperative dynamic obstacles

in UAV navigation. The present work combines a Vicon-collected real-flight corpus [150] with

synthetic [149] augmentation derived from an extension of these primitives, coupling real 3-D

obstacle motion with synthetic samples that share the same physical and noise assumptions used

by the predictor.

Table 5.9 summarizes the positioning of AeroCast relative to representative prior work across

the design dimensions identified above.

5.3 Problem Formulation

The trajectory prediction problem is formulated from the perspective of an ego aerial vehicle

observing external dynamic obstacles in its vicinity. Let X = {(x𝑡 ,v𝑡)}𝑇obs
𝑡=1 denote the observed

83



trajectory history of an obstacle, where x𝑡 ∈ R3 is the three-dimensional position relative to the

ego vehicle at time 𝑡 and v𝑡 ∈ R3 is the corresponding velocity vector. Positions x𝑡 = [𝑥𝑡 , 𝑦𝑡 , 𝑧𝑡]⊤

are expressed in a world-fixed inertial frame with the 𝑧-axis opposing gravity; for the experimental

validation this frame coincides with the Vicon system origin. Velocities are computed through

centered finite differences with Gaussian smoothing:

v𝑡 =
x𝑡+1−x𝑡−1

2Δ𝑡
∗G(𝜎) (5.34)

where Δ𝑡 is the sampling interval and G(𝜎) is a Gaussian kernel with 𝜎 = 0.5Δ𝑡, chosen to balance

noise suppression and temporal resolution.

The objective is to predict the obstacle’s future trajectoryY = {y𝑡}
𝑇obs+𝑇pred
𝑡=𝑇obs+1 , where y𝑡 ∈ R3 is the

predicted position at time 𝑡. The prediction is model-free; no knowledge of the obstacle’s dynamics,

control law, or physical parameters is assumed. The obstacle may be a bird, an autonomous drone,

a remotely piloted vehicle, or any other aerial agent. This model-agnostic requirement motivates a

learning-based approach that infers motion patterns purely from observed kinematics.

5.3.1 Temporal Specifications

Observations span 𝑇obs = 2.0 s sampled at 10 Hz, yielding input sequences of length 20. Pre-

dictions extend 𝑇pred = 5.0 s into the future (50 timesteps at 10 Hz). The 10 Hz rate matches typical

tracking-system update frequencies and provides sufficient temporal resolution to capture the mo-

tion dynamics of small agile platforms. The 5 s horizon provides a collision avoidance planner with

enough lead time to identify conflicts and execute evasive maneuvers.

5.3.2 Consecutive Displacement Encoding

Raw position coordinates x𝑡 are translation-variant where the same motion pattern yields dif-

ferent input values depending on where in the workspace the obstacle is located. To remove this

redundancy the input representation encodes consecutive displacements:

𝜹𝑡 = x𝑡+1−x𝑡 , 𝑡 = 1, . . . ,𝑇obs−1 (5.35)

84



The prediction target at horizon step 𝜏 is likewise a displacement: 𝜹𝑇obs+𝜏 = x𝑇obs+𝜏+1−x𝑇obs+𝜏. The

full input at timestep 𝑡 concatenates the displacement with the contemporaneous velocity:

s𝑡 =


𝜹𝑡

v𝑡

 ∈ R
6 (5.36)

Displacements are normalized by a scale constant 𝜆 = 2.5 m, chosen so that the 99th percentile

of per-step displacement magnitudes in the training set falls within [−1,1]3. This encoding provides

three properties: (i) translation invariance, since s𝑡 is unchanged by any rigid shift of the trajectory;

(ii) bounded input distribution, since normalization by 𝜆 concentrates input mass within a compact

region; and (iii) Gaussian compatibility, since step-to-step displacements of a smooth trajectory

approximate a zero-mean distribution well matched to the GMM output parameterization.

Future positions are recovered from predicted displacements by cumulative summation anchored

at the last observed position:

x̂𝑇obs+𝜏 = x𝑇obs +
𝜏∑︁
𝑗=1

𝜹 𝑗 ·𝜆 (5.37)

5.3.3 Multi-Modal Distribution Representation

At each predicted timestep, the distribution over future displacements is modeled as a Gaussian

Mixture Model (GMM):

𝑝(y𝑡 | X) =
𝐾∑︁
𝑘=1

𝜋
(𝑡)
𝑘
N

(
y𝑡

��� 𝝁(𝑡)
𝑘
, 𝚺(𝑡)

𝑘

)
(5.38)

where 𝐾 is the number of mixture components, 𝜋(𝑡)
𝑘

is the mixture weight for component 𝑘 at time 𝑡

with
∑
𝑘 𝜋
(𝑡)
𝑘

= 1, 𝝁(𝑡)
𝑘
∈ R3 is the component mean, and 𝚺(𝑡)

𝑘
= diag(𝜎 (𝑡)

𝑘,𝑥
, 𝜎
(𝑡)
𝑘,𝑦
, 𝜎
(𝑡)
𝑘,𝑧
) is a diagonal

covariance. The mixture components represent alternative behavioral modes; their weights encode

mode likelihoods, and their covariances quantify positional uncertainty. This formulation provides

a downstream planner with a richer signal than a scalar confidence score, where concentrated

weights indicate high prediction confidence, and distributed weights indicate a behavioral decision

point at which conservative planning is appropriate.
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Figure 5.14
AeroCast overall system architecture.

5.4 Methodology

5.4.1 Architecture Overview

The AeroCast architecture comprises three functional blocks: an input embedding that projects

the six-dimensional state s𝑡 to a 𝑑model-dimensional representation, a stack of 𝐿 Transformer

encoder layers performing temporal self-attention over the observation window, and three linear

output heads that jointly produce the GMM parameters {𝝁(𝜏)
𝑘
}, {𝚺(𝜏)

𝑘
}, and {𝜋(𝜏)

𝑘
} for all 𝑇pred×𝐾

mixture components in a single forward pass. Fig. 5.14 illustrates the complete pipeline. The model

uses 𝑑model = 512, 𝐿 = 4 encoder layers, 𝐻 = 8 attention heads (𝑑𝑘 = 64 per head), feedforward

inner dimension 4𝑑model = 2048, 𝐾 = 5 GMM components, and dropout probability 𝑝 = 0.1. The

total parameter count is 13.15 M.

5.4.2 Input Embedding with Positional Encoding

Each state vector s𝑡 ∈ R6 is projected to a 𝑑model-dimensional embedding:

h(0)𝑡 =
√︁
𝑑model Wemb s𝑡 + epos

𝑡 (5.39)
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where Wemb ∈ R𝑑model×6 is a learned projection matrix and epos
𝑡 is the sinusoidal positional encod-

ing [42]:

epos
𝑡 [2𝑖] = sin

(
𝑡

100002𝑖/𝑑model

)
(5.40)

epos
𝑡 [2𝑖+1] = cos

(
𝑡

100002𝑖/𝑑model

)
(5.41)

for 𝑖 = 0, . . . , 𝑑model/2−1. The
√
𝑑model scaling prevents the fixed positional signal from dominating

the learned content embedding at large model widths. Because self-attention is permutation-

equivariant, the positional encoding is the sole mechanism by which the model distinguishes

temporal order within the observation window [42]. The ablation in Section 5.7.4 quantifies the

impact of removing it.

5.4.3 Transformer Encoder

The embedded sequence {h(0)𝑡 }
𝑇obs
𝑡=1 is processed through 𝐿 identical encoder layers. Each layer

applies pre-layer normalization (Pre-LN) [43]:

h̃(ℓ)𝑡 = h(ℓ−1)
𝑡 +MHA

(
LN(H(ℓ−1))

)
𝑡

(5.42)

h(ℓ)𝑡 = h̃(ℓ)𝑡 +FFN
(
LN(h̃(ℓ)𝑡 )

)
(5.43)

where H(ℓ−1) ∈ R𝑇obs×𝑑model is the sequence matrix and LN(·) denotes layer normalization. The

multi-head attention operation uses 𝐻 parallel heads of dimension 𝑑𝑘 = 𝑑model/𝐻:

MHA(H) = Concat(head1, . . . ,head𝐻)W𝑂 (5.44)

headℎ = softmax
(QℎK⊤ℎ√

𝑑𝑘

)
Vℎ (5.45)

with Qℎ=HW𝑄

ℎ
, Kℎ=HW𝐾

ℎ
, Vℎ=HW𝑉

ℎ
, where W𝑄

ℎ
,W𝐾

ℎ
,W𝑉

ℎ
∈ R𝑑model×𝑑𝑘 and W𝑂 ∈ R𝑑model×𝑑model .

The scaled dot-product produces a 𝑇obs×𝑇obs affinity matrix, giving every timestep 𝑂 (1) access to

every other timestep in the window, compared with 𝑂 (𝑇obs) for recurrent encoders.

The position-wise feed-forward network applies a two-layer MLP with ReLU activation:

FFN(h) = W2 ReLU(W1h+b1) +b2 (5.46)

87



with W1 ∈ R4𝑑model×𝑑model and W2 ∈ R𝑑model×4𝑑model . Dropout is applied after both the MHA and FFN

outputs, before each residual addition.

After the 𝐿-th layer, a terminal layer normalization is applied to the output at the last temporal

position to produce the context vector:

c = LN
(
h(𝐿)
𝑇obs

)
∈ R𝑑model (5.47)

This vector serves as the sole input to the three output heads; no recurrent or autoregressive decoding

is employed.

5.4.4 GMM Output Heads

Three linear projections map c to the GMM parameters for all timesteps and components

simultaneously:

𝝁̂ = W𝜇 c ∈ R𝑇pred×𝐾×3 (5.48)

log 𝝈̂ = W𝜎 c ∈ R𝑇pred×𝐾×3 (5.49)

ẑ𝜋 = W𝜋 c ∈ R𝑇pred×𝐾 (5.50)

Standard deviations and mixture weights are obtained via:

𝜎̂
(𝜏)
𝑘,𝑑

= max
(
𝑒

log 𝜎̂ (𝜏 )
𝑘,𝑑 , 𝜎min

)
(5.51)

𝜋̂
(𝜏)
𝑘

=
𝑒
𝑧
(𝜏 )
𝜋,𝑘∑𝐾

𝑗=1 𝑒
𝑧
(𝜏 )
𝜋, 𝑗

(5.52)

The variance floor 𝜎min = 0.05 m matches the Vicon measurement noise level. This bound prevents

degenerate point-mass predictions and ensures that predicted confidence intervals remain physically

interpretable. The full output dimensionality per forward pass is 𝑇pred×𝐾 × (3+3+1) scalars; with

𝑇pred = 50 and 𝐾 = 5 this yields 50×5×7 = 1,750 outputs.

5.4.5 Training Objective

The model is trained to maximize the log-likelihood of observed displacements under the

predicted GMM. The batch-averaged negative log-likelihood is:

LNLL = − 1
𝑁𝑇pred

𝑁∑︁
𝑛=1

𝑇pred∑︁
𝜏=1

log
𝐾∑︁
𝑘=1

𝜋̂
(𝜏)
𝑘
N

(
𝜹(𝑛)𝜏

�� 𝝁̂(𝜏)
𝑘
, 𝚺̂
(𝜏)
𝑘

)
(5.53)
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computed via the standard log-sum-exp identity for numerical stability.

Pure NLL training with 𝐾 > 1 admits a degenerate solution in which all components spread to

cover the data support without any single component being geometrically close to the ground truth.

This degeneracy is consequential because ADE and FDE at evaluation time are computed from

the dominant-weight component 𝑘∗ = argmax𝑘 𝜋̂(𝜏)𝑘 . To break it without collapsing the predicted

variance (as a large MSE weight would), a small auxiliary mean-squared error term is applied to 𝑘∗:

LMSE =
1

𝑁𝑇pred

𝑁∑︁
𝑛=1

𝑇pred∑︁
𝜏=1



𝝁̂(𝜏)
𝑘∗ − 𝜹

(𝑛)
𝜏



2 (5.54)

The combined objective is:

L(𝜽) = LNLL+𝜆MSELMSE (5.55)

with 𝜆MSE = 0.15, chosen so that the MSE term contributes roughly 10–15% of the total loss

magnitude. NLL remains the dominant signal, preserving the proper-scoring-rule property that

encourages well-spread predictive distributions.

5.4.5.1 Curriculum Sequence-Length Scheduling

Sliding-window sequences drawn from short trajectory segments can exhibit irregular leading-

edge behavior that destabilizes early training. A curriculum schedule addresses this by gradually

increasing the effective observation length during the first 𝐸warm = 20 epochs:

𝑇eff (𝑒) = min
(
𝑇obs, max

(
5, ⌊𝑇obs · 𝑒/𝐸warm⌋

) )
(5.56)

At epoch 𝑒, the model processes only the most recent 𝑇eff (𝑒) timesteps of each window; the full

20-step window is used for all subsequent epochs. Additive Gaussian noise (𝜎aug = 0.02 m) and

random scale perturbation (uniform in [0.95,1.05]) are applied to inputs during the warmup phase.

5.5 Dataset

We constructed the dataset combining real-world flights captured in a motion-capture arena

with synthetic trajectories generated by an extension of our prior synthetic data framework Syn-

TraG [149]. This section describes the physical collection methods, the synthetic augmentation

procedure, the preprocessing pipeline, and the resulting dataset statistics.
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5.5.1 Physical Data Collection

5.5.1.1 Hardware Platform

Real trajectories were collected with a Crazyflie 2.1 nano-quadrotor (Bitcraze AB, 92× 92×

29 mm, 27 g with a 250 mAh single-cell LiPo battery installed) flown as the obstacle agent in a

Vicon-equipped indoor arena of dimensions 6× 4× 2 m. The arena is instrumented with twelve

infrared cameras providing rigid-body 6-DoF pose at 100 Hz with sub-millimeter spatial accuracy.

The platform was chosen for its small inertia and high agility, which enable the abrupt heading

reversals and multi-axis maneuvers required to exercise the multi-modal regime of the prediction

problem.

5.5.1.2 Trajectory Categories

Trajectories were collected across nine motion categories chosen to span the kinematic enve-

lope an autonomous vehicle is likely to encounter when sharing airspace with non-cooperative

agents. The categories fall into three groups: periodic (Circle, Oval, Figure-8), which approximate

loitering and patrolling behaviors with strong temporal regularity; non-trivially 3-D (Helix, Trefoil,

Lissajous, Staircase), which couple horizontal and vertical motion in ways that challenge planar

prediction; and aperiodic (Star, Random), which contain abrupt heading reversals and unstructured

motion that resist physics-based filter modeling. Reference paths for each category were generated

as parametric curves and tracked under closed-loop position control; parameter values (radius,

amplitude, frequency, altitude offset) were randomized across flights to span the dataset’s diversity

in speed and extent.

5.5.2 Synthetic Data Augmentation

Approximately 43% of the data corpus is synthetic, generated by an extension of the SynTraG

framework [149] that expands the four kinematic primitives described in the original work to

the nine categories used here. Synthetic trajectories follow the same parametric structure as

the physical reference paths and are generated with randomized speed profiles, radii, altitudes,

and noise levels to fill regions of the kinematic state space that are under-represented in the
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physical collection, particularly in the high-speed and high-altitude regimes that the limited arena

volume cannot accommodate. Heteroscedastic Gaussian noise consistent with the Vicon noise floor

(𝜎ms = 0.05 m, the same value used as the sigma floor in the prediction head) is added to synthetic

samples to match the distribution of measurement noise in the real data. Synthetic and real samples

are pooled before splitting and treated identically downstream; no synthetic-versus-real label is

provided to the model.

5.5.3 Preprocessing and Sliding-Window Sampling

Each recorded trajectory is downsampled from 100 Hz to 10 Hz to match the prediction-system

update rate. Velocities are reconstructed from the position stream by the centered finite difference

with Gaussian smoothing defined in Eq. (5.34). Sliding windows are extracted with stride one: each

window comprises a 20-step observation followed by a 50-step prediction target, corresponding to

2 s of history and 5 s of horizon at 10 Hz. Stride one is chosen because temporally adjacent windows

differ in their prediction targets by a single timestep at the leading edge, which exposes the model

to maximum target diversity per trajectory; the implied correlation between adjacent samples is

bounded by the trajectory-level split described next. The state vector at each input timestep is the

displacement-velocity pair s𝑡 = [𝜹⊤𝑡 ,v⊤𝑡 ]⊤ ∈ R6 defined in Section 5.3.2.

The train/validation partition is performed at the trajectory level: each recording is assigned in

its entirety to one split, ensuring that no observation from a validation trajectory appears in training

and that each window’s 5-second prediction target is statistically independent of all training samples.

The split ratio is 85/15 with a fixed random seed. Stratification by trajectory category ensures that

all nine motion types appear in both splits in proportion to their frequency in the full corpus.

5.5.4 Dataset Statistics

Table 5.10 summarizes the full corpus by category, reporting the sliding-window sample count,

mean per-window RMS speed, peak speed, and the percentage contributed by physical and synthetic

flights. The total sample count is 90116 from 113 unique trajectory recordings. Sample counts are

roughly comparable across the nine categories; the balanced distribution ensures that all motion

types receive adequate representation during training and that aggregate metrics are not dominated
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Table 5.10
Dataset summary by trajectory category.

Category Sequences Mean speed Max speed Real Synth.
(m/s) (m/s) (%) (%)

Circle 10,248 0.78 1.43 64 36
Oval 10,062 0.79 1.37 62 38
Figure-8 9,874 0.74 1.77 60 40
Helix 10,136 0.79 1.57 57 43
Trefoil 10,410 0.71 1.90 58 42
Lissajous 9,748 0.73 1.34 50 50
Staircase 9,512 0.50 0.88 46 54
Star 10,286 0.65 1.36 62 38
Random 9,840 0.55 1.04 53 47

Total 90,116 0.69 1.41 57 43

by any single category. Mean per-window speeds range from 0.5 m/s on Staircase trajectories (slow

vertical maneuvers) to 0.79 m/s on the more agile periodic categories.

5.6 Experimental Setup

5.6.1 Baseline Methods

Four baseline architectures are trained under conditions identical to AeroCast. All baselines

share the same MDN output head (𝐾=5 mixture components), the same training objective as

described in Section 5.4.5, and the same data splits.

GRU-MDN [142] uses a three-layer unidirectional GRU encoder with hidden dimension 512.

This baseline isolates the effect of replacing sequential temporal encoding with global self-attention.

LSTM-MDN [151] uses a three-layer LSTM encoder with hidden dimension 512. The explicit

cell state provides a distinct inductive bias relative to GRUs for retaining information over the full

20-step observation window.

BiGRU-MDN [152] uses a three-layer bidirectional GRU with hidden dimension 512. The

backward pass gives the encoder access to future-looking context within the observation window,

at the cost of roughly doubling the recurrent parameter count relative to GRU-MDN.

MLP-MDN [153] uses a three-layer MLP with hidden dimensions (2048,2048,1024) that

receives the flattened 20-step observation window (120 input features) and maps it directly to

92



GMM parameters. This baseline tests whether a feed-forward architecture with sufficient capacity

can implicitly capture temporal structure.

Parameter counts are 4.75 M (GRU-MDN), 6.07 M (LSTM-MDN), 13.17 M (BiGRU-MDN),

and 7.63 M (MLP-MDN). AeroCast uses 13.15 M parameters, closely matching BiGRU-MDN.

5.6.2 Evaluation Metrics

Six metrics are used to evaluate trajectory accuracy, distributional quality, and calibration.

Average Displacement Error (ADE) is the mean Euclidean distance between predicted and

ground-truth positions over all future timesteps:

ADE =
1

𝑁𝑇pred

𝑁∑︁
𝑛=1

𝑇pred∑︁
𝜏=1




x̂(𝑛)
𝑇obs+𝜏 −x(𝑛)

𝑇obs+𝜏





2

(5.57)

Final Displacement Error (FDE) is the Euclidean distance at the last predicted timestep:

FDE =
1
𝑁

𝑁∑︁
𝑛=1




x̂(𝑛)
𝑇obs+𝑇pred

−x(𝑛)
𝑇obs+𝑇pred





2

(5.58)

minADE@𝐾 and minFDE@𝐾 are best-of-𝐾 variants obtained by drawing 𝐾=5 trajectory

samples from the predicted GMM and reporting the minimum ADE or FDE across samples. These

metrics reward coverage of the ground truth by any mixture component.

Negative Log-Likelihood (NLL) is the mean per-timestep negative log-likelihood under the

predicted GMM, as defined in Eq. (5.53). Lower values indicate higher probability assigned to

observed future displacements.

Continuous Ranked Probability Score (CRPS) is an energy-score-based proper scoring rule that

jointly rewards distributional accuracy and calibration [147]:

CRPS =
1

𝑁𝐾𝑇pred

∑︁
𝑛,𝜏

(
E𝑌 ∥𝑌 −y(𝑛)𝜏 ∥ − 1

2 E𝑌,𝑌 ′ ∥𝑌 −𝑌
′∥

)
(5.59)

estimated via Monte Carlo samples from the predicted GMM.

Expected Calibration Error (ECE) measures agreement between predicted uncertainty and

empirical coverage. For 𝑧-score thresholds 𝑧ℓ spanning [0.1,3.0], the nominal coverage is 𝑝ℓ =

2Φ(𝑧ℓ) −1 (where Φ is the standard normal CDF) and the empirical coverage 𝑝ℓ is the fraction of
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ground-truth displacements falling within 𝑧ℓ predicted standard deviations of the predicted mean:

ECE =
1
|Z|

∑︁
ℓ

|𝑝ℓ − 𝑝ℓ | (5.60)

A perfectly calibrated model achieves ECE = 0. All six metrics are computed on the held-out

validation split; lower is better for each.

5.6.3 Training Protocol

All five models are trained with the combined NLL and mode-anchoring objective defined in

Eq. (5.55) (𝜆MSE = 0.15). Optimization uses AdamW [154] with 𝛽1 = 0.9, 𝛽2 = 0.999, and weight

decay 10−5. The batch size is 128 for all five models. The initial learning rate is 𝜂0 = 10−4 with a

minimum of 𝜂min = 10−6. Gradients are clipped at ℓ2 norm 0.5. Training runs for up to 300 epochs

with early stopping at patience 120 epochs based on validation NLL.

The learning rate schedule is architecture-dependent. AeroCast uses CosineAnnealingLR [155]

with 𝑇max = 300. The four baselines use CosineAnnealingWarmRestarts with 𝑇0 = 20 and 𝑇mult = 2;

the periodic warm restarts empirically improve convergence for the shallower recurrent architec-

tures.

5.6.4 Implementation Details

All projection matrices (embedding, attention, feed-forward, and output heads) are initial-

ized with Xavier uniform initialization [156]. The sinusoidal positional encoding is fixed (non-

learnable); layer normalization modules use standard learnable affine parameters. The PyTorch

implementation uses TransformerEncoderLayer with Pre-LN and a terminal LayerNorm after

all 𝐿 layers, as described in Eq. (5.47). All experiments are conducted on a single NVIDIA GPU.

The total parameter count for AeroCast is 13.15 M, of which 12.61 M reside in the four Transformer

encoder layers and the remainder is split across the input embedding and three output heads.

5.7 Results and Analysis

5.7.1 Quantitative Comparison

Table 5.11 reports all evaluation metrics on the held-out validation split across nine trajectory

types, evaluated over a 5-second (50-step) prediction horizon. All five models use 𝐾=5 mixture
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Table 5.11
Quantitative comparison on 13,500 held-out validation sequences (5-second, 50-step horizon).

Method ADE FDE mADE mFDE NLL CRPS ECE
[m] [m] @5 [m] @5 [m] [m]

GRU-MDN 0.127 0.211 0.122 0.185 −10.31 0.169 0.674
LSTM-MDN 0.149 0.238 0.146 0.220 −9.37 0.197 0.676
BiGRU-MDN 0.111 0.190 0.108 0.175 −10.06 0.145 0.669
MLP-MDN 0.125 0.219 0.115 0.183 −11.40 0.157 0.645

AeroCast (ours) 0.055 0.099 0.052 0.088 -13.28 0.049 0.647

components and are trained under the protocol described in Section 5.6.

AeroCast achieves an ADE of 0.055 m and an FDE of 0.099 m, reducing both metrics by ap-

proximately 50% relative to BiGRU-MDN (ADE = 0.111 m, FDE = 0.190 m), which is the strongest

baseline among the baselines. The best-of-5 metrics follow the same ordering: mADE@5 of

0.052 m and mFDE@5 of 0.088 m for AeroCast, compared with 0.108 m and 0.175 m for BiGRU-

MDN. The small gap between single-mode and best-of-𝐾 results (0.055 vs. 0.052 m ADE) indicates

that the dominant mixture component already tracks the ground truth closely; the remaining com-

ponents contribute supplementary coverage rather than compensating for a misaligned primary

mode.

AeroCast also records the lowest NLL (−13.28) and CRPS (0.049 m). The NLL margin over

the next-best method, MLP-MDN (−11.40), is 1.88 nats per timestep, and the remaining baselines

fall further behind. On CRPS, AeroCast attains roughly one-third the value of BiGRU-MDN (0.049

vs. 0.145 m), which is consistent with predicted distributions that are both accurate in location and

appropriately spread.

Calibration, measured by ECE, is more tightly clustered across methods. MLP-MDN records

0.645, marginally below AeroCast at 0.647 while other baselines fall within a 0.03 band. This

narrow spread suggests that the shared training elements, particularly the sigma floor at𝜎min=0.05 m

and the NLL-dominated loss, govern calibration more than the choice of encoder. The ECE values

across all methods (0.64–0.68) leave room for improvement through post-hoc recalibration or

temperature scaling.
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Figure 5.15
AeroCast position error at increasing prediction horizons over the full validation split.

Among the baselines themselves, BiGRU-MDN achieves the lowest trajectory error (ADE = 0.111 m),

which is consistent with its bidirectional access to the observation window. LSTM-MDN places

last on both ADE and FDE despite a larger parameter budget than GRU-MDN (6.07M vs. 4.75M),

which suggests that the explicit cell-state mechanism does not confer an advantage at the 20-step

observation length used here. MLP-MDN, which flattens the full window into a single vector,

has achieved competitive NLL (−11.40) and the best ECE (0.645), though its trajectory-error

performance (ADE = 0.125 m) lags behind the recurrent models with temporal inductive biases.

5.7.2 Prediction Horizon Analysis

Fig. 5.15 plots mean displacement error as a function of prediction horizon for all five methods.

Error increases monotonically with horizon length for every model, as expected from displacement-

based cumulative prediction. AeroCast maintains the lowest error at each evaluated horizon, and

the gap relative to the baselines widens beyond the 2 s mark.

At short horizons (<1 s), all methods produce low errors that are within a narrow range of

each other: near-future positions are tightly constrained by the current kinematic state regardless
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Validation and Training Loss Training Loss convergence over the epochs.

of encoder architecture. Beyond 2 s, the recurrent baselines diverge from the ground truth at a

higher rate than AeroCast. This pattern is consistent with the hypothesis that global self-attention

propagates early maneuver signatures across the full observation window more directly than the

sequential hidden-state chain in recurrent encoders, though confirming this interpretation would

require attention-map analysis beyond the scope of this evaluation.

Fig. 5.16 shows the training and validation loss curves. The validation NLL decreases steadily

and stabilizes without the oscillatory divergence sometimes observed in pure-NLL training of

mixture models [45]. The combined objective and sigma floor appear to regularize the optimization

effectively.

5.7.3 Per-Trajectory-Type Analysis

Table 5.12 disaggregates ADE and FDE by trajectory category for all five methods. AeroCast

achieves the lowest ADE and FDE on every category. The margin over the strongest baseline varies

with the kinematic characteristics of each type.

On periodic categories (Circle, Oval, Figure-8, Trefoil), AeroCast records ADE values between

0.040 m and 0.061 m. BiGRU-MDN, the strongest baseline on these types, ranges from 0.081 m
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Table 5.12
Per-trajectory-type ADE / FDE (m) on the held-out validation split (5-second, 50-step horizon).

AeroCast GRU-MDN LSTM-MDN BiGRU-MDN MLP-MDN

Type ADE FDE ADE FDE ADE FDE ADE FDE ADE FDE

Trefoil 0.060 0.121 0.141 0.261 0.165 0.292 0.122 0.233 0.138 0.270
Helix 0.044 0.085 0.103 0.183 0.120 0.206 0.089 0.165 0.092 0.204
Star 0.069 0.198 0.161 0.423 0.189 0.478 0.140 0.381 0.157 0.441
Oval 0.048 0.087 0.113 0.189 0.132 0.234 0.097 0.170 0.110 0.196
Figure-8 0.061 0.113 0.142 0.243 0.167 0.273 0.124 0.219 0.140 0.252
Circle 0.040 0.092 0.095 0.197 0.109 0.222 0.081 0.177 0.093 0.206
Random 0.109 0.386 0.254 0.824 0.297 0.931 0.221 0.540 0.249 0.857
Lissajous 0.069 0.116 0.161 0.249 0.189 0.281 0.140 0.223 0.158 0.259
Staircase 0.059 0.133 0.138 0.285 0.162 0.321 0.120 0.256 0.136 0.296

to 0.124 m. The difference shows that the Transformer encoder captures periodic phase structure

at least as effectively as the bidirectional recurrent model, without relying on an explicit recurrent

inductive bias.

Categories with non-trivial 3-D coupling (Helix, Lissajous, Staircase) show a similar pat-

tern. AeroCast records 0.044 m on Helix, 0.069 m on Lissajous, and 0.059 m on Staircase; the

corresponding BiGRU-MDN values are 0.089 m, 0.140 m, and 0.120 m. Staircase trajectories,

characterized by slow vertical maneuvers with discrete altitude transitions, present a qualitatively

different displacement distribution from the smooth periodic types, yet the relative improvement

remains comparable.

The largest absolute errors for all methods occur on Random trajectories. AeroCast obtains

ADE of 0.109 m and FDE of 0.386 m; BiGRU-MDN reaches 0.221 m and 0.540 m. The FDE

reduction on Random (28.5%) is smaller than the reductions exceeding 45% observed on periodic

types, which reflects the greater intrinsic difficulty of long-horizon prediction on aperiodic motion

with genuine behavioral multi-modality. Star trajectories, which contain abrupt heading reversals

at each arm tip, produce the second-highest AeroCast FDE (0.198 m), though this still represents a

48% reduction relative to BiGRU-MDN (0.381 m).

Fig. 5.17 corroborates these trends visually across representative samples from multiple cate-

gories. On structured trajectories such as Trefoil and Oval, AeroCast predictions closely follow the
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Figure 5.17
Qualitative comparison of AeroCast with the baseline models on various trajectory categories.

ground-truth geometry, and the baselines exhibit visible drift at curvature maxima. On Star trajec-

tories, all methods incur larger errors at the arm tips, but AeroCast recovers the correct heading

more rapidly after each reversal. Fig. 5.18 presents a detailed view of a single Trefoil sequence with

3-D overlay, planar projections, and per-step displacement error. The per-step error curve shows

that AeroCast maintains lower error throughout the prediction window.

5.7.4 Ablation Study

Table 5.13 reports results from a systematic ablation of four design dimensions: mixture

cardinality, model capacity, positional encoding, and input feature set. Each variant modifies

exactly one dimension relative to the full model (𝐾=5, 𝑑=512, 𝐿=4, sinusoidal positional encoding,
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Figure 5.18
Qualitative comparison of AeroCast with the baseline models on a Trefoil trajectory.

6-D displacement-velocity input).

5.7.4.1 Mixture Cardinality

Reducing 𝐾 from 5 to 1 (unimodal Gaussian) raises ADE from 0.055 m to 0.133 m and worsens

NLL from −13.285 to −12.377 which shows that the multi-modal output head provides more

capacity for covering the kinematic diversity present in the dataset. At 𝐾=3, ADE increases to

0.076 m, but ECE improves to 0.6405, the lowest among all ablation configurations. A fewer-

component mixture thus yields slightly better-calibrated uncertainty at the expense of reduced

trajectory accuracy. At 𝐾=10, NLL improves to −14.021, but ADE rises to 0.101 m and ECE

degrades to 0.6665. The additional components improve the global density fit but do not individually

anchor to the ground-truth path, so the argmax-weight mode used for ADE/FDE evaluation is less

precise. 𝐾=5 offers the best trade-off between distributional fit and dominant-mode accuracy.
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Table 5.13
Ablation study on the held-out validation split.

Architecture ADE↓ FDE↓ NLL↓ ECE↓
Variant 𝐾 𝑑 𝐿 PE Inp [m] [m]

Full model (ours) 5 512 4 ✓ 6 0.055 0.099 -13.285 0.647

Number of mixture components 𝐾
𝐾 = 3 3 512 4 ✓ 6 0.076 0.130 -12.806 0.6405
𝐾 = 10 10 512 4 ✓ 6 0.101 0.163 -14.021 0.6665
𝐾 = 1 (uni.) 1 512 4 ✓ 6 0.133 0.213 -12.377 0.6536

Model depth & width
Tiny (𝑑=128, 𝐿=2) 5 128 2 ✓ 6 0.247 0.513 -12.354 0.6662
Medium (𝑑=256, 𝐿=4) 5 256 4 ✓ 6 0.079 0.179 -12.898 0.6569
Small (𝑑=256, 𝐿=2) 5 256 2 ✓ 6 0.112 0.223 -12.634 0.6628

Positional encoding
No pos. enc. 5 512 4 × 6 0.118 0.410 -13.146 0.6600

Input features
Pos.-only (3-D) 5 512 4 ✓ 3 0.098 0.187 -11.684 0.7883

5.7.4.2 Model Capacity

The Tiny variant (𝑑=128, 𝐿=2, 1.85M parameters) incurs ADE of 0.247 m and FDE of 0.513 m,

a fourfold degradation relative to the full model. Increasing to 𝑑=256, 𝐿=2 (Small) reduces ADE

to 0.112 m; adding depth (𝑑=256, 𝐿=4, Medium) brings it to 0.079 m. The full model (𝑑=512,

𝐿=4) achieves 0.055 m, a further 30% reduction over the Medium variant. NLL improvements

are more modest across this progression (−12.354 for Tiny to −13.285 for Full) that suggest that

additional capacity improves the geometric precision of the dominant mixture component more

than the overall distributional fit.

5.7.4.3 Positional Encoding

Removing the sinusoidal positional encoding increases ADE from 0.055 m to 0.118 m and FDE

from 0.099 m to 0.410 m. The asymmetry is notable as ADE roughly doubles, but FDE increases

by a factor of four. Without explicit temporal ordering, the model retains some ability to produce
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reasonable displacement predictions on average by relying on token content alone, but it cannot

maintain trajectory coherence through the full 50-step horizon, as reflected in the FDE degradation.

NLL changes only modestly (−13.285 to −13.146), so the contribution of positional encoding is

primarily to geometric accuracy rather than distributional fit.

5.7.4.4 Input Features

Removing velocity and retaining only 3-D displacements raises ADE from 0.055 m to 0.098 m

(78% increase) and FDE from 0.099 m to 0.187 m. NLL drops from −13.285 to −11.684, and

ECE rises from 0.647 to 0.7883. The velocity signal conveys instantaneous heading and speed

information that cannot be reliably recovered from a 20-step displacement history, particularly on

trajectories where speed changes precede directional changes. The ECE degradation is the most

severe observed in any single-factor ablation, which implies that velocity context is critical for both

positional accuracy and for producing uncertainty estimates whose spread reflects actual kinematic

variability.

5.7.5 Inference Latency

Table 5.14 reports model size and per-sample inference latency measured at batch size 1 on a

single NVIDIA GPU. AeroCast completes a forward pass in 0.100 ms, within the 10 ms budget for

a 100 Hz prediction loop and comparable to BiGRU-MDN (0.125 ms). GRU-MDN and LSTM-

MDN are faster (0.042 and 0.056 ms) due to smaller parameter counts. MLP-MDN is the fastest

at 0.004 ms. All five methods fall well within a single control cycle at 100 Hz; the computational

bottleneck in an onboard deployment would reside in the upstream perception pipeline rather than

in the prediction step.

5.7.6 Discussion

Across all seven evaluation metrics and all nine trajectory categories, AeroCast either matches

or improves upon every baseline. The trajectory-error and distributional advantages are consistent

regardless of whether the motion is periodic, 3-D-coupled, or aperiodic.

On periodic trajectories, where a recurrent model could in principle memorize the repeating
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Table 5.14
Comparison of model complexity and inference latency (with batch size 1 over 50 runs after
warm-up)

Method Parameters Size (MB) Latency (ms)

AeroCast (ours) 13.15M 54.0 0.100
GRU-MDN 4.75M 19.0 0.042
LSTM-MDN 6.07M 24.3 0.056
BiGRU-MDN 13.17M 52.7 0.125
MLP-MDN 7.63M 30.5 0.004

displacement pattern, AeroCast still attains lower ADE. It is due to the fact that self-attention

over the full 20-step window allows the encoder to identify the instantaneous phase of the motion

more directly than a recurrent encoder that must propagate phase information through intermediate

hidden states. On aperiodic types, the same global connectivity may help the model detect early

kinematic signatures of heading changes that sequential processing would attenuate. Both of these

analyses are our own hypotheses that would require attention-weight analysis to confirm.

The ablation results rank velocity input and model capacity as the two largest contributors

to prediction quality. Positional encoding plays a significant role and its removal has a limited

effect on ADE but quadruples FDE, that means temporal ordering is essential specifically for

long-horizon trajectory coherence. The finding that velocity removal degrades ECE from 0.647

to 0.7883, more severely than any other single-factor ablation, points to a concrete mechanism:

without instantaneous speed information, the model cannot differentiate slow-moving obstacles

(whose future positions occupy a compact region) from fast-moving ones (whose future positions

are more dispersed), resulting in miscalibrated predictive spreads.

Several limitations qualify the conclusions drawn above. All experiments use a single dataset

comprising indoor quadrotor flights and parametrically generated synthetic trajectories; general-

ization to outdoor environments, larger vehicles, or biological aerial agents remains untested. The

evaluation considers single-obstacle scenarios; multi-obstacle settings, where inter-agent interac-

tions introduce additional behavioral modes, would require architectural extensions.
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5.8 Conclusion

This chapter presented AeroCast, a probabilistic trajectory prediction framework for non-

cooperative aerial obstacles that pairs a Pre-LN Transformer encoder with a Mixture Density

Network output head. Three design choices underpin the approach: a consecutive displace-

ment encoding that enforces translation invariance and bounded input statistics, a combined NLL

and mode-anchoring training objective with a physically motivated sigma floor, and curriculum

sequence-length scheduling for early training stability.

AeroCast is evaluated against four baselines on a hybrid real-and-synthetic quadrotor dataset

spanning nine motion categories. AeroCast reduces ADE and FDE by approximately 50% relative to

the strongest baseline (BiGRU-MDN) and achieves the lowest NLL and CRPS among all compared

methods. These improvements hold across all nine trajectory types, with the largest absolute gains

on aperiodic and structurally complex categories. Ablation analysis identifies velocity input as the

single most important feature for both trajectory accuracy and calibration quality, and positional

encoding as essential for maintaining prediction coherence over the full 5-second horizon. AeroCast

inference latency (0.100 ms per sample) remains within the real-time budget for onboard deployment

at 100 Hz.

Future work includes extension to multi-obstacle settings with inter-agent interaction mod-

eling, online adaptation to specific obstacle agents observed over time, and integration with a

receding-horizon planner that consumes the predicted GMM distributions as probabilistic obstacle

constraints.
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CHAPTER VI: NANOBENCH: A MULTI-TASK BENCHMARK DATASET FOR

NANO-QUADROTOR SYSTEM IDENTIFICATION,CONTROL, AND STATE ESTIMATION

Abstract

Existing aerial-robotics benchmarks target vehicles from hundreds of grams to several kilograms and

typically expose only high-level state data. They omit the actuator-level signals required to study nano-

scale quadrotors, where low-Reynolds-number aerodynamics, coreless DC motor nonlinearities, and severe

computational constraints invalidate models and controllers developed for larger vehicles. We introduce

NanoBench, an open-source multi-task benchmark collected on the commercially available Crazyflie 2.1

nano-quadrotor (takeoff weight 27 g) in a Vicon motion capture arena. The dataset contains over 170 flight

trajectories spanning hover, multi-frequency excitation, standard tracking, and aggressive maneuvers across

multiple speed regimes. Each trajectory provides synchronized Vicon ground truth, raw IMU data, onboard

extended Kalman filter estimates, PID controller internals, and motor PWM commands at 100 Hz, alongside

battery telemetry at 10 Hz, aligned with sub-0.5 ms consistency. NanoBench defines standardized evaluation

protocols, train/test splits, and open-source baselines for three tasks: nonlinear system identification, closed-

loop controller benchmarking, and onboard state estimation assessment. To our knowledge, it is the first public

dataset to jointly provide actuator commands, controller internals, and estimator outputs with millimeter-

accurate ground truth on a commercially available nano-scale aerial platform. All data, code, and evaluation

scripts are publicly available.1

6.1 Introduction

Learning-based methods have substantially advanced quadrotor autonomy. Deep reinforcement

learning policies match professional pilots in drone racing [157], adaptive controllers trained on

minutes of flight data enable agile flight in strong wind [158], and data-driven model predictive

controllers that incorporate learned residual dynamics outperform rigid-body baselines [159].

These techniques require instrumented datasets for training and reproducible evaluation. Most

publicly available datasets that support such evaluation were collected on platforms weighing

hundreds of grams to several kilograms. For nano-scale quadrotors, platforms below 50 g, which
1https://github.com/syediu/nanobench-iros2026.git

105

https://github.com/syediu/nanobench-iros2026.git


are widely used in embedded autonomy, safe learning, swarm robotics, autonomous navigation and

mapping, and collision-aware trajectory planning [160, 161, 162, 73, 111, 141], there is currently

no open benchmark that exposes the full closed-loop stack.

Nano-scale quadrotors such as the Crazyflie 2.1 (27 g takeoff mass) operate in aerodynamic

regimes that differ qualitatively from those of larger vehicles. Propellers with diameters below

50 mm generate airflows at Reynolds numbers on the order of 104, where laminar separation

bubbles and viscous losses significantly affect thrust and torque characteristics [163]. Coreless

DC motors introduce deadbands and response lags absent in brushless propulsion [70]. Proximity

to surfaces induces severe ground effect disturbances at low altitudes [164]. Computationally, a

168 MHz Cortex-M4 microcontroller strictly limits algorithms to lightweight extended Kalman

filters [165], and therefore demands highly optimized software architectures.

These physical and computational constraints invalidate assumptions derived from larger vehi-

cles, yet no standardized benchmark exists to study nano-scale dynamics under these constraints.

Thrust models transfer poorly across Reynolds number regimes [166]. Policies trained in simulation

degrade on physical hardware due to inaccurate thrust modeling [71, 167]. Lightweight estimators

require precisely synchronized multi-modal recordings for proper validation [168]. Despite this de-

mand, no existing dataset provides actuator commands, controller internals, and estimator outputs

with external ground truth on a commercially available nano-scale platform. Researchers currently

evaluate system identification, control, and state estimation algorithms on private or synthetic data,

precluding systematic comparison [149].

This paper presents NanoBench, an open-source multi-task benchmark that addresses this gap.

The dataset is collected on the standard Crazyflie 2.1 quadrotor inside a Vicon motion capture

arena using a data collection framework based on direct radio communication via the cflib Python

library. Our contributions are as follows:

1. Nano-quadrotor flight dataset. We release over 170 trajectories on the Crazyflie 2.1

covering hover, multi-frequency excitation, standard tracking, and aggressive flight across

multiple speed regimes. Every trajectory includes time-synchronized Vicon ground truth,
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raw IMU measurements, onboard EKF state estimates, PID controller internals, and motor

PWM commands at 100 Hz, with battery telemetry at 10 Hz.

2. Cross-correlation time alignment. We develop and validate a synchronization procedure

that cross-correlates onboard gyroscope angular rates with Vicon-derived angular velocity

to estimate and correct the firmware-to-host clock offset. Across all flights, the residual

misalignment is below 0.5 ms.

3. Multi-task evaluation suite. We define train/test splits, metrics, and reporting conventions

for three tasks — system identification, controller benchmarking, and state estimation — and

release open-source baseline implementations that establish reference performance levels on

each.

4. A standardized multi-task evaluation protocol. Defined train/test splits, metrics, and re-

porting conventions for system identification, controller benchmarking, and state estimation,

with open-source baseline implementations establishing reference performance levels for

each task.

The remainder of this paper is organized as follows. Section 6.2 positions NanoBench against

prior literature. Section 6.3 describes the hardware platform, acquisition pipeline, synchronization

procedure, trajectory design, and benchmark task formulations. Section 6.4 details the experimental

setup, dataset composition, and benchmark evaluations. Section 6.5 discusses limitations and

conclusions.

6.2 Related Work

6.2.1 Aerial Robot Datasets and Benchmarks

Aerial robotics datasets can be partitioned by the downstream tasks they support and the

platform scales they cover. The EuRoC MAV dataset [169], UZH-FPV [170], NTU VIRAL [171],

and INSANE [172] provide high-fidelity exteroceptive sensor data for visual-inertial odometry and

multi-sensor fusion. However, these benchmarks treat the vehicle as a passive sensor carrier and
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omit actuator and control signals. As a result, they cannot support closed-loop dynamics modeling,

controller evaluation, or estimator benchmarking.

Actuation-aware datasets capture the inputs necessary for system identification. The Blackbird

dataset [173] and Agilicious framework [174] log motor commands for agile flight research.

However, they feature quadrotors weighing near 1 kg equipped with brushless motors. These heavy

platforms exhibit rigid-body dynamics that differ fundamentally from the coreless DC actuation

and severe aerodynamic nonlinearities of nano-quadrotors, precluding direct transfer of models or

control policies.

At the nano scale, Busetto et al. [76] recently released a system identification dataset for a

brushless Crazyflie variant that logs motor RPM. The dataset covers only four trajectories, omits

onboard EKF and PID logs entirely, and records no battery voltage. Table 6.15 details these

gaps. These omissions restrict the benchmark to single-task system identification on non-standard

hardware that leave multi-task evaluation on the commercially standard Crazyflie 2.1 unaddressed.

6.2.2 System Identification for Aerial Vehicles

Quadrotor dynamics modeling ranges from calibrated physics to fully learned representations.

Forster [70] established baseline quadratic thrust parameters via least-squares fitting. Torrente et

al. [159] and NeuroBEM [166] augmented nominal rigid-body equations with data-driven residuals

to capture unmodeled aerodynamic effects. Neural ordinary differential equations offer purely

data-driven alternatives. Zhou et al. [175] trained Neural ODEs for multi-step state prediction,

while KNODE-MPC [176] and O’Connell et al. [158] embedded adapted models within predictive

controllers to improve tracking accuracy.

Crucially, existing simulation ecosystems configure these learned and analytical models with

static coefficients [177]. This constant-parameter assumption ignores the severe thrust degradation

caused by single-cell LiPo battery discharge. No existing benchmark provides the synchronized

voltage and kinematics data required to model this non-stationary battery effect.
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Table 6.15
Comparison of aerial robotics datasets.
Feature EuRoC [169] Blackbird [173] UZH-FPV [170] Busetto et al. [76] NanoBench (Ours)

Platform mass ∼2 kg ∼1 kg ∼0.8 kg <50 g ∼27 g
Platform availability Discontinued Custom Custom Commercial Commercial
Number of trajectories 11 176 27 4 170+
Ground truth system Vicon/Leica OptiTrack Leica MoCap Vicon
Ground truth rate 200 Hz 360 Hz 200 Hz Not specified 100 Hz
Raw IMU data ✓ ✓ ✓ – ✓
Motor commands – ✓(RPM) – ✓(RPM) ✓(PWM)
Onboard estimator output – – – – ✓
Controller internals – – – – ✓
Battery telemetry – – – – ✓
Camera data Stereo Synthetic Stereo + event – –
Multi-task evaluation – – – SysID only SysID + Control + Estimation
Calibration tools – – – – ✓
Open-source ✓ ✓ Partial ✓ ✓

6.2.3 Control of Nano-Quadrotors

The Crazyflie serves as a primary testbed for validating control architectures. Researchers

routinely implement cascaded PID loops, geometric controllers on 𝑆𝐸 (3), and minimum-snap

trajectory trackers [33]. Safe reinforcement learning frameworks mostly utilize the Crazyflie

platform [161], with recent studies achieving zero-shot sim-to-real transfer [167]. Song et al. [71]

demonstrated that thrust calibration errors represent the dominant source of tracking degradation

during this transfer process. Open-source software ecosystems simplify swarm coordination and

simulated execution [73, 162, 177, 12], and lower the barriers to entry for multi-agent research.

Despite this active development, each research group runs its own private flight experiments

and reports numbers against its own reference trajectories. Without a shared dataset, differences in

results between papers reflect hardware setup as much as algorithm design.

6.2.4 State Estimation for Micro Aerial Vehicles

State estimation on sub-50 g platforms faces extreme hardware limitations. Visual-inertial

odometry pipelines are simply too expensive for a 168 MHz Cortex-M4 [160], so nano-quadrotors

run lightweight EKFs with carefully characterized IMU noise models [168, 165].

Evaluating these filters properly requires the estimator’s internal state to be recorded alongside

an external position reference at matched timestamps. Without that pairing, it is not possible to
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Table 6.16
Recorded signals and nominal sampling rates.

Signal Source Rate (Hz)

Position (p ∈ R3), orientation (q ∈ 𝑆3) Vicon 100
Linear velocity ( ¤p ∈ R3) Vicon (derived) 100
Accelerometer (aIMU ∈ R3) [G] BMI088 100
Gyroscope (𝝎IMU ∈ R3) [rad/s] BMI088 100
EKF state (p̂, ¤̂p, 𝜼̂) Firmware 100
Controller setpoints (pref,𝜓ref) Firmware 100
PID outputs (roll, pitch, yaw, thrust) Firmware 100
Motor PWM (𝑢1, 𝑢2, 𝑢3, 𝑢4 ∈ [0,65535]) Firmware 100
Battery voltage 𝑉bat [V] Firmware 10

separate sensor noise from filter divergence or to compare estimators across different hardware

runs.

6.3 Methodology

6.3.1 Hardware Platform

We used the Crazyflie 2.1 nano-drone (Bitcraze AB), as the data collection platform. The

vehicle measures 92×92×29mm and weighs 27 g with a 250 mAh single-cell LiPo installed. Four

7×16mm coreless DC motors drive 46 mm four-blade propellers; at full charge (4.2 V), combined

peak thrust is approximately 0.6 N, giving a thrust-to-weight ratio of roughly 2.2. The onboard

STM32F405 (168 MHz, Cortex-M4F, 192 kB SRAM) runs a cascaded PID controller and extended

Kalman filter; a secondary nRF51822 handles radio communication. Inertial data is provided by

a Bosch BMI088 six-axis IMU. Motor commands are 16-bit PWM values in [0,65535], and the

unregulated single-cell battery directly couples state of charge to actuator performance.

Ground truth 6-DoF pose is provided by a 12-camera Vicon system covering a 6× 4× 2m

volume. Retroreflective markers (6.4 mm diameter) in an asymmetric configuration enable unique

rigid-body identification at 100 Hz with sub-millimeter accuracy.

6.3.2 Data Acquisition Pipeline

Data collection uses a custom ROS 1 framework that communicates with the Crazyflie via cflib

over a Crazyradio PA USB dongle. Three concurrent data paths operate during each flight:
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Vicon path. A vrpn client ros node publishes geometry msgs/PoseStamped messages

on a per-rigid-body topic at 100 Hz. TheViconRecordermodule subscribes to this topic, computes

linear velocity via first-order backward difference, converts quaternion orientation to Euler angles,

and writes each sample to a CSV file. On every callback, the pose is also forwarded to the

Crazyflie EKF via cflib’s send extpose() to provide the onboard estimator with an external

position reference.

Firmware telemetry path. The CflibLogger module configures firmware log blocks as

specified in a YAML configuration file. Each block declares a set of firmware variables, their

data types, and a polling frequency. The cflib library fetches these variables over the CRTP radio

protocol. Upon reception, each sample is timestamped with both the host wall-clock time and the

Crazyflie firmware tick (milliseconds since boot) and written to a per-block CSV file. Table 6.16

enumerates the recorded signals.

Command path. The ExperimentRunner orchestrates the flight sequence. High-level com-

mands (takeoff, land) use the firmware’s onboard trajectory planner, which generates smooth

polynomial setpoints internally. During trajectory execution, position setpoints are streamed at

100 Hz via send position setpoint(), which bypasses the high-level planner and feeds the

PID controller directly.
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Figure 6.19
NanoBench trajectory types visualized from recorded Vicon ground-truth data.
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Table 6.17
Category B: Tracking Trajectory Parameters.

Trajectory Type Complexity Mode Scale (m) Speed (m/s)

Circle Continuous yaw 𝑟 = 1.0 0.5,0.75,1.0
Figure-8 Direction reversal 𝐴 ∈ {1.0,1.3} 0.5,0.75,1.0
Oval Asymmetric axes 1.0×0.4 0.5,0.75,1.0
Star Sharp transients 𝑟 ∈ {0.6,1.0} 0.5,0.75,1.0
Lissajous (3:2) Dense planar 𝐴 = 0.6 0.5,0.75,1.0
Trefoil Knot 3D oscillation Δ𝑧 = 0.15 0.5,0.75,1.0
Helix Sweeping altitude Δ𝑧 = 1.0 0.5,0.75,1.0
Linear Ramp 1D acceleration 𝐿 = 2.0 0.5,0.75,1.0
Random Waypoint Unstructured 3D Volume bound 0.75
Staircase Vertical steps Δ𝑧 = 0.5 0.5

6.3.3 Time Synchronization

Three clocks run independently during each flight: the Vicon Tracker, the Crazyflie firmware

tick counter, and the ROS host. The host timestamps Vicon poses and firmware packets on arrival,

which places both streams in a shared reference frame. Residual alignment offset arise from radio

transmission latency (typically 2 ms to 5 ms) and operating system scheduling jitter.

We estimate this offset by cross-correlating the onboard gyroscope 𝝎gyro(𝑡) with the angular

velocity 𝝎vicon(𝑡) obtained by differentiating Vicon quaternions through a Savitzky–Golay filter.

The time offset Δ𝑡∗ is estimated as

Δ𝑡∗ = argmax
Δ𝑡

∑︁
𝑘

𝝎gyro(𝑡𝑘 ) ·𝝎vicon(𝑡𝑘 +Δ𝑡) (6.61)

where the search range is Δ𝑡 ∈ [−2,2] s at 1 ms resolution. This formulation exploits the sharp

rotational features present during flight maneuvers to localize the offset with sub-millisecond

precision.

Once Δ𝑡∗ is found, firmware signals are shifted to the Vicon time base and resampled onto a

uniform grid by linear interpolation. Each trajectory is then written to a single csv file with all

modalities on one time axis.
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6.3.4 Trajectory Design

The trajectory taxonomy is organized into three active categories designed to collectively excite

all dynamic modes of the platform. The dataset encompasses 12 distinct trajectory types spanning

system identification excitation, geometric tracking at multiple speeds, and long-duration battery-

drain hovers. Fig. 6.19 visualizes all 12 types from recorded flight data.

Category A: System identification excitation. Multi-sine trajectories superimpose sinusoidal

position commands at logarithmically spaced frequencies from 0.1 Hz to 5 Hz:

𝑥(𝑡) =
𝑁 𝑓∑︁
𝑛=1

𝐴

𝑛
sin(2𝜋 𝑓𝑛𝑡), 𝑦(𝑡) =

𝑁 𝑓∑︁
𝑛=1

𝐴

𝑛
cos(2𝜋 𝑓𝑛𝑡 + 𝜋

4 ) (6.62)

where 𝐴 is the amplitude, 𝑓𝑛 are logarithmically spaced, and the phase offset between axes ensures si-

multaneous two-axis excitation. Category A consists of a single trajectory(A1b multisine sysid),

which executes a 60 s 3D multi-sine at altitude ≈ 1.1m with 𝑁 𝑓 = 15 components spanning

[0.1,5]Hz, amplitudes of 0.8 m (horizontal) and 0.35 m (vertical), and smooth 2 s fade-in/out

windows.

Category B: Standard trajectory tracking. Ten geometric trajectories exercise complemen-

tary dynamic modes at multiple speeds. Table 6.17 defines the parameterization for this suite. Most

shapes are parameterized symmetrically, such as the circular paths defined by 𝑥(𝑡) = 𝑟 cos(𝜔𝑡) and

𝑦(𝑡) = 𝑟 sin(𝜔𝑡) where 𝜔 = 𝑣/𝑟. Execution speeds range from 0.5 ms−1 to 1.0 ms−1, representing

the practical operating envelope for nano-quadrotors in confined environments.

Category C: Battery-drain. Two long-duration hover flights (C4 battery drain) provide

continuous recordings from ≈ 4.2V down to ≈ 3.1V while the vehicle holds position at ≈ 1.0m,

explicitly capturing voltage-related degradation across the full discharge curve. These flights last

101–134 s and serve both the voltage-conditioned thrust model and as battery-state benchmarks for

all three tasks.

6.3.5 Benchmark Task Formulation

NanoBench establishes standardized protocols for three distinct evaluation tasks.
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Task 1: System Identification. This task requires algorithms to predict the 6-DoF state

trajectory x̂(𝑡) over horizons ℎ ∈ {0.1,0.5,1.0} s given initial conditions and motor commands

{𝑢(𝑘)
𝑖
}. Formulations must model rigid-body dynamics in the world frameW:

𝑚 ¥p = R(q)


0

0∑
𝑖𝑇𝑖


−𝑚𝑔 e3−D𝑡 ¤p (6.63)

J ¤𝝎 = 𝝉−𝝎×J𝝎−D𝑟𝝎 (6.64)

where R(q) ∈ 𝑆𝑂 (3) is the rotation from body to world frame, D𝑡 and D𝑟 are diagonal drag matrices,

and 𝝉 is the torque vector. Training utilizes Category A data at nominal voltage (𝑉 > 3.8V); testing

utilizes Categories B and C across the full discharge curve.

For each rollout initialized at 𝑡 ∈ T , the model generates open-loop predictions 𝑦̂𝑡+ℎ|𝑡 for

ℎ = 1, . . . , 𝐻. The component-wise prediction error at horizon ℎ is

𝑒
(𝑐)
𝑡,ℎ

=





𝑥 (𝑐)
𝑡+ℎ − 𝑥

(𝑐)
𝑡+ℎ|𝑡





2
, 𝑐 ∈ {𝑝, 𝑣,𝜔},

2atan2
(
∥𝑞𝑣 ∥2 , 𝑞𝑤

)
, 𝑐 = 𝑅,

(6.65)

where 𝑥 (𝑐) denotes the corresponding Euclidean state component and [𝑞𝑣 𝑞𝑤]⊤ = 𝑞−1
𝑡+ℎ ⊗ 𝑞𝑡+ℎ|𝑡 is

the relative quaternion. The mean absolute error at horizon ℎ and its cumulative 𝐻-step variant are

MAE(𝑐) (ℎ) = 1
|T |

∑︁
𝑡∈T

𝑒
(𝑐)
𝑡,ℎ
, MAE(𝑐)1:𝐻 =

𝐻∑︁
ℎ=1

MAE(𝑐) (ℎ). (6.66)

Task 2: Controller Benchmarking. This task evaluates closed-loop geometric tracking

performance. Controllers execute paired Category B reference trajectories pref(𝑡), and all evaluation

pairs are subsetted to matched initial battery voltages (Δ𝑉 ≤ 0.05V) to isolate controller performance

from voltage-induced thrust variation. The position tracking error at time step 𝑘 is

𝑒𝑝 (𝑘) =


p(𝑡𝑘 ) −pref(𝑡𝑘 )




2 (6.67)
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Aggregate performance is reported as tracking RMSE and 95th-percentile deviation across all 𝑘 .

Control effort is reported as

𝐸𝑢 =
1
𝑁

𝑁∑︁
𝑘=1

4∑︁
𝑖=1
𝑢𝑖 (𝑘)2 (6.68)

For real-flight controllers, each condition is repeated five times, offline controllers use deterministic

rollouts and are reported without repetition.

Task 3: State Estimation. This task isolates the accuracy of lightweight onboard estimators

against Vicon ground truth. The estimator is configured at takeoff and runs exclusively for the

duration of that flight. Estimator output p̂(𝑡𝑘 ) is evaluated against ground truth pgt(𝑡𝑘 ) using

Absolute Trajectory Error (ATE), computed after aligning the estimated trajectory to ground truth

via Horn’s 𝑆𝐸 (3) method:

ATE =

(
1
𝑁

𝑁∑︁
𝑘=1



pgt(𝑡𝑘 ) −Tp̂(𝑡𝑘 )


2

2

)1/2

(6.69)

where T is the rigid transformation returned by the alignment. Additional metrics include Relative

Trajectory Error (RTE) over localized sliding windows, per-axis velocity residuals, and attitude

RMSE in Euler angles. Each condition is repeated five times per estimator per trajectory type;

results are reported as mean ± standard deviation across runs.

6.4 Experimental Validation and Results

6.4.1 Dataset Statistics

NanoBench contains 12 fully post-processed trajectories spanning Categories A through C,

with a total aligned flight time of approximately 97.5 min and 603,942 synchronized samples at

100 Hz. Table 6.18 reports per-category statistics.

Battery voltage across the dataset spans 3.08 V to 4.2 V, which covers the full operational

discharge curve of a single-cell LiPo. The Category B tracking trajectories operate in the mid-to-

nominal voltage regime (3.8V to 4.2V). Category C battery-drain hovers capture the complete

discharge from ≈ 4.2V to ≈ 3.1V.

The synchronization pipeline (Section 6.3.3) was validated across all 170 post-processed tra-

jectories. The estimated clock offset between the firmware and Vicon time bases has a median of
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Table 6.18
Trajectory categories in the NanoBench dataset.

Category Trajectory types Flight time Samples

A: Excitation Multi-sine (3D) 8.5 min 61,404
B: Tracking Circle, figure-8, oval, star, 82.0 min 491,970

trefoil, lissajous, helix, ramp,
random waypoints, staircase

C: Battery-drain Battery-drain hover 7.0 min 50,568

Total 97.5 min 603,942

282 ms with a standard deviation of 17.3 ms across flights, which is within the latency of the radio

link. After correction, residual alignment precision is limited by the cross-correlation resolution

(1 ms search grid at 100 Hz) and the peak correlation coefficient, which ranges from 0.51 (staircase

climb, low angular excitation) to 0.94 (multisine, high angular excitation).

6.4.2 Task 1: System Identification Baselines

6.4.2.1 Baselines

We evaluated five baseline models of increasing complexity, to benchmark Task 1. All models

are trained on the multisine excitation flight (80/20 train/validation split) and tested on held-out

Category B tracking trajectories, listed in Table 6.17. Below, we briefly explain the baselines for

Task 1, which are adapted from Busetto et al. [76].

1. Naive baseline. A constant extrapolation model that predicts x̂(𝑡𝑘 +ℎ) = x(𝑡𝑘 ) for all horizons

ℎ. This serves as a simple lower bound.

2. Physics model. A rigid-body dynamics model implementing (6.63)–(6.64) with a quadratic

motor-thrust map and fourth-order integration at 100 Hz. The baseline airframe weighs 27 g,

with three retroreflective markers and the wireless charging deck attached, the total flying

mass is 40.85 g. All dynamics models use the measured flying mass, and inertia and drag

parameters are taken from [76]. This model is not learned; it uses calibrated but fixed

parameters.
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3. Residual MLP. A feedforward network operating in the 12D state space (position, velocity,

𝑆𝑂 (3) rotation vector, angular velocity) predicts a residual Δx on top of the current state. The

network consists of five fully connected layers with 64 hidden units and ReLU activations.

It is trained to minimize a horizon-weighted mean-squared error over 50-step prediction

windows using Adam and cosine-annealed learning rate.

4. Physics + residual. A hybrid model that composes the physics baseline with the residual

MLP. The physics model is run in closed loop to obtain a normalized prediction x̂phys, and

the residual network predicts a correction in the same normalized space.

5. LSTM. A recurrent model that conditions on the initial state x0 and the sequence of motor

commands. A single-layer LSTM with 64 hidden units processes the control sequence and

outputs per-step state increments, which are accumulated to obtain the predicted trajectory.

As in the MLP case, training minimizes a horizon-weighted MSE over 50-step windows.

For all learned models we use batch size 256, an exponential temporal weighting factor 𝜆 = 0.1

in the loss, and train for 500 epochs.

6.4.2.2 Results and Analysis

Table 6.19 reports MAE per state component at horizons ℎ ∈ {1,10,50} steps and the cumulative

score over ℎ = 1 . . .50. Based on Table 6.19 and Fig. 6.20, we find the following three observations:

First-principles accuracy degrades rapidly beyond short horizons. At ℎ=1 (10 ms), the

physics model achieves sub-millimeter position MAE (0.3 mm), significantly lower than naive

extrapolation (5.7 mm), which shows that rigid-body dynamics accurately describe the immediate

state evolution of the platform. However, the advantage reverses sharply at longer horizons, by

ℎ=50, physics-model position MAE reaches 636 mm, 2.2 times worse than naive. The velocity

channel reveals the mechanism. Physics-model velocity MAE grows from 51 mms−1 at ℎ=1 to

2.57 ms−1 at ℎ=50, which indicates that small thrust-modeling errors compound through numerical

integration and corrupt the translational state.
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Figure 6.20
Task 1: Position MAE vs. prediction horizon.

The hybrid architecture achieves the best cumulative accuracy. The physics + residual

model achieves the lowest cumulative position simulation error and outperforms the pure residual

MLP (5.68 m) and the LSTM (5.92 m). The advantage is most distinct at ℎ=10, where it achieves

12.1 mm position MAE, 3.7 times lower than the residual MLP and 2.7 times lower than the LSTM.

At ℎ=50, however, the pure residual MLP achieves the lowest position MAE (228 mm), which

suggests that the physics component eventually introduces compounding errors that the residual

correction only partially absorbs. The crossover between these two models near ℎ = 30 defines a

practical horizon boundary for each architecture.

Translational and rotational objectives trade off under a joint loss. The LSTM achieves

competitive velocity MAE (0.48 ms−1 at ℎ=50, second only to naive), but its angular velocity

MAE reaches 5.15 rads−1, an order of magnitude above the naive baseline (0.45 rads−1). The

physics model produces identical angular velocity predictions to naive at all horizons because

the implementation holds ¤𝝎 ≡ 0, which reflects the difficulty of modeling torque transients from

coreless DC motors without dedicated angular acceleration data.
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Figure 6.21
Task 1: Predicted (colored) vs. Vicon ground-truth (black) trajectories for each baseline on a
held-out Category B (Helix trajectory) sequence, along each axis.

Figure 6.21 visualizes the baselines predicted versus ground-truth trajectories on Helix trajectory

as a test sequence.

6.4.3 Task 2: Controller Benchmarking

6.4.3.1 Baselines

We benchmark five controllers across two distinct evaluation paradigms to separate physical

hardware performance from idealized, data-driven rollout. Real-flight controllers execute directly

onboard the platform, utilizing Vicon ground truth for state estimation: (1) PID, the default

firmware’s cascaded PID formulation; and (2) Mellinger, a geometric tracking controller operating

on 𝑆𝐸 (3) [33]. Conversely, Offline-learned controllers are trained from logged flight data and
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Table 6.20
Task 2: Controller Benchmarking Results

Type Method RMSE𝑝↓ ADE𝑝↓ ADE𝑝↓ 𝑒𝜓↓ Div. (%)↓
(m) (m) (m/s) (deg)

Real flight PID 0.29±0.03 0.27±0.02 0.72±0.14 5.82±0.58 4.20±2.46
Mellinger 0.28±0.00 0.27±0.00 0.89±0.18 5.27±1.61 0.01±0.01

Offline learned
BC-MLP 0.15±0.00 0.13±0.00 0.19±0.00 1.07±0.00 0.00±0.00
BC-LSTM 0.18±0.00 0.16±0.00 0.22±0.00 0.97±0.00 0.00±0.00
MPPI 1.32±0.00 1.13±0.00 0.72±0.00 4.50±0.00 75.22±0.00

evaluated via closed-loop rollouts against a learned dynamics model: (3) BC-MLP and (4) BC-

LSTM, which are behavior cloning policies trained via supervised imitation of the onboard PID

utilizing the imitation framework [178]; and (5) MPPI [179], a Model Predictive Path Integral

controller using a neural network forward model trained on the same dataset. Given the fundamental

disparity between the physical environment and the learned simulator, hardware and offline metrics

are reported independently in Table 6.20 to prevent invalid direct comparisons.

6.4.3.2 Results and Analysis
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Figure 6.22
Task 2: Closed-loop position (xyz, m) for each baseline vs. Ground Truth. Real-flight (PID,
Mellinger) and offline (BC-MLP, BC-LSTM, MPPI) trajectories.
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Figure 6.23
Task 2: Motor PWM outputs over time for each controller baseline (normalized).

Table 6.20 details the position and velocity Root Mean Square Error (RMSE), position Average

Displacement Error (ADE), heading error, and trajectory divergence rate for all baselines.

On hardware, the geometric controller reduces divergence at the cost of higher velocity

transients. In physical flight, PID and Mellinger demonstrate nearly identical position tracking, yet

they diverge significantly in robustness and velocity regulation. The cascaded PID exhibits a 4.20 %

(±2.46 %) trajectory divergence rate, whereas the Mellinger controller reduces this to 0.01 %, repre-

senting a significant improvement. This enhanced reliability stems from the Mellinger controller’s

𝑆𝐸 (3) formulation, which provides broader stability guarantees that prevent the aggressive atti-

tude divergence occasionally observed with the PID. However, the Mellinger controller yields a

velocity RMSE (0.89 ms−1) that is 1.24× higher than that of the PID (0.72 ms−1). This trade-off

is consistent with the geometric controller executing sharper attitude corrections, which inherently

induce velocity transients on a nano-scale platform strictly bottlenecked by its 0.6 N peak thrust

authority. Heading errors remain comparable across both PID and Mellinger. Qualitative track-

ing performance and corresponding motor commands are visualized in Fig. 6.22 and Fig. 6.23,

respectively.

Offline-learned controllers are evaluated in simulation and cannot be directly compared
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with real-flight results. BC-MLP and BC-LSTM achieve position RMSEs of 0.15 m and 0.18 m

respectively, with zero divergence, but these metrics reflect the idealized learned rollout plant rather

than physical flight readiness—the zero-variance confidence intervals across all offline metrics

confirm purely deterministic evaluation. MPPI diverges on 75.22 % of trajectories (position RMSE

1.32 m), indicating that its sampling-based optimization is poorly matched to the narrow actuation

limits of sub-50 g platforms without domain-specific tuning.

MPPI exhibits severe performance degradation within the nano-scale operational en-

velope. MPPI yields a position RMSE of 1.32 m alongside a severe 75.22 % divergence rate.

This breakdown suggests that the receding-horizon optimizer is either exploiting inaccuracies

in the learned forward dynamics model or that standard sampling parameters are ill-suited for

the exceptionally narrow actuation limits of sub-50 g vehicles. The MPPI result confirms that

NanoBench discriminates between controllers suited to highly constrained platforms and those re-

quiring domain-specific tuning, an open challenge for model-based predictive control on sub-50 g

vehicles.

6.4.4 Task 3: State Estimation

6.4.4.1 Baselines

The onboard EKF runs at 100 Hz on the STM32F405 and fuses IMU data with the Vicon

pose relayed via send extpose() to produce the full 9-DoF state estimate used during flight. It is

configured at takeoff and runs for the duration of that flight. Metrics are ATE after Horn’s 𝑆𝐸 (3)

alignment as in (6.69), RTE over 1 m path-length windows, per-axis velocity residuals, and attitude

RMSE in Euler angles.

6.4.4.2 Results and Analysis

Table 6.21 reports EKF estimation accuracy on trefoil knot trajectories over three speed regimes,

with all runs pooled (mean ± std across 28 trajectories). At slow and medium speeds, the onboard

EKF maintains position tracking within 22 mm ATE RMSE (11 and 10 runs respectively), with

attitude RMSE below 3◦ and velocity RMSE below 0.07 ms−1. At the fast regime (1.0 ms−1), the

EKF exhibits divergence (ATE > 3 m across 7 runs), indicating that the lightweight EKF on the
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Task 3: EKF position error (mean ± std, all runs pooled by speed) on trefoil trajectories.

STM32F405 cannot maintain state consistency at the platform’s dynamic limits.

The RTE over 1 m path-length windows remains below 31 mm at slow and medium speeds,

confirming local consistency. Figure 6.24 visualizes the position error with standard deviation

bands (all runs pooled by speed).

The three tasks are linked by the same platform and synchronized data: Task 1 open-loop

dynamics error, Task 2 closed-loop tracking, and Task 3 estimator accuracy all reflect the same

underlying hardware and trajectory set. NanoBench enables systematic comparison of baselines

across the autonomy stack on a platform where no prior public benchmark existed.

6.5 Conclusion

NanoBench introduces the first open-source, multi-task benchmark for nano-scale quadrotors,

collecting over 170 flight trajectories on the commercially standard Crazyflie 2.1 in a Vicon motion
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Table 6.21
Task 3: EKF state estimation accuracy on trefoil trajectories. Mean ± std across all runs (pooled).
Speed N ATE RMSE (mm) ATE Mean (mm) RTE 1m (mm) Vel RMSE (m/s) Att RMSE (deg)

Slow 11 21.1 ± 3.3 16.5 ± 3.2 28.2 ± 6.8 0.069 ± 0.015 2.12 ± 0.05
Medium 10 21.8 ± 3.0 17.2 ± 1.7 30.3 ± 2.9 0.067 ± 0.013 2.71 ± 1.43
Fast 7 3142.7 ± 3936.6 2774.4 ± 3487.9 384.2 ± 400.8 7.629 ± 8.992 29.67 ± 28.52

capture arena. It is distinguished from prior aerial datasets by jointly providing synchronized motor

PWM commands, onboard EKF and PID controller internals, and millimeter-accurate ground truth,

signals that no existing benchmark exposes at the nano scale.

Baseline evaluations across three tasks explained platform-specific behaviors that larger-vehicle

benchmarks cannot replicate. In Task 1, rigid-body dynamics achieve sub-millimeter one-step

accuracy but diverge beyond a 100 ms horizon due to compounding thrust-model error. In Task 2,

the Mellinger controller reduces trajectory divergence by two orders of magnitude relative to the

cascaded PID, while MPPI’s 75 % divergence rate confirms that model-based predictive methods

require careful platform-specific tuning within the 0.6 N thrust envelope. In Task 3, the onboard

EKF maintains sub-22 mm ATE at slow and medium speeds but loses consistency at fast speed,

marking the estimation boundary of the 168 MHz Cortex-M4.

All data, code, and evaluation scripts are publicly available.2

2https://github.com/syediu/nanobench-iros2026.git
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CHAPTER VII: CONCLUSION

7.1 Summary of Contributions

This dissertation addressed the problem of safe UAV trajectory planning in dynamic envi-

ronments populated by non-cooperative obstacles whose future motion is uncertain and whose

trajectories are not shared with the ego-vehicle. The work identified three interconnected limi-

tations in existing approaches and proposed four contributions that collectively form a modular

framework for uncertainty-aware aerial navigation. This section summarizes the findings of each

contribution.

POF+MADER (Chapter 3). The first contribution introduced a Probabilistic Obstacle Filter

based on the Kalman Filter and integrated it with the MADER [2] and Robust-MADER [3]

optimization-based trajectory planners. This integration eliminated the assumption that dynamic

obstacle trajectories are perfectly known a priori, replacing it with real-time uncertainty-encoded

forecasts formulated as time-varying constraints in the trajectory optimization. The adaptive

prediction horizon mechanism extended the forecast for faster obstacles and shortened it for slower

ones, ensuring computational resources were allocated proportionally to the threat posed by each

obstacle. Evaluation across 800 simulation runs spanning four motion models and four obstacle

velocities demonstrated a 38.75% improvement in success rate for POF+MADER over the baselines,

with only a 0.8% increase in navigation time. The minimum agent-obstacle separation increased

by 41.7%, and collision duration decreased by 45.3%. Under injected localization noise, POF-

based methods maintained substantially higher reliability than all baselines, which shows that the

filtering layer provides robustness to perception uncertainty. Real-world experiments on Crazyflie

2.1 UAVs validated these findings, with POF+MADER achieving a 25% collision rate reduction

under realistic sensing and communication conditions.

SynTraG (Chapter 4). The second contribution of this dissertation is SynTraG, a parametric

synthetic trajectory generator designed to create configurable three-dimensional datasets of non-

cooperative aerial obstacle motion. Rather than relying on collected flight data alone, SynTraG

generates trajectories from a mixture of four closed-form motion primitives: straight-line motion,
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sinusoidal motion, trefoil-knot motion, and vertical undulation. The parameters of these primi-

tives are randomized to vary speed, amplitude, frequency, curvature, and spectral characteristics,

allowing the generated corpus to span a broad range of motion patterns. To better approximate

realistic sensing conditions, the generator also includes a heteroscedastic Gaussian noise model

whose variance scales with path length. This provides noisy trajectories and variance targets that

are directly compatible with downstream probabilistic forecasting models. The resulting corpus

of 47,894 trajectories helps address a longstanding lack of public data for training and evaluating

aerial trajectory predictors. In addition, SynTraG supports out-of-distribution testing by modifying

primitive mixture weights or restricting parameter ranges, which makes it possible to evaluate how

well learned models generalize beyond the nominal training distribution.

AeroCast (Chapter 5). The third contribution is AeroCast, a probabilistic trajectory prediction

model that combines a Pre-LN Transformer encoder with a Mixture Density Network output

head to predict Gaussian mixture distributions over future three-dimensional displacements at

each timestep. The design is motivated by three considerations. First, representing the input as

consecutive displacements improves translation invariance and keeps the input statistics bounded.

Second, the training objective combines negative log-likelihood with a mode-anchoring term and

a physically motivated variance floor, which helps prevent the mixture components from becoming

excessively diffuse or degenerate. Third, the Transformer architecture enables each observation in

the input sequence to attend directly to every other observation, shortening the effective information

path compared with recurrent alternatives. On a hybrid dataset of 90,116 real and synthetic

sequences across nine motion categories, AeroCast reduced ADE and FDE by about 50% relative

to the strongest recurrent baseline, BiGRU-MDN. It also achieved the best NLL and CRPS among

the evaluated methods while maintaining an inference time of 0.1 ms per sample. Ablation studies

further showed that velocity is the most influential input feature for both forecasting accuracy and

calibration, and that positional encoding is necessary to preserve coherent predictions across the

full 5-second horizon.

NanoBench (Chapter 6). The fourth contribution is NanoBench, a multi-task benchmark built
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around the Crazyflie 2.1 nano-quadrotor. The benchmark includes more than 170 flight trajectories

with synchronized Vicon ground truth, raw IMU measurements, onboard EKF estimates, PID con-

troller internals, and motor PWM commands recorded at 100 Hz. What distinguishes NanoBench

from earlier aerial datasets is that it exposes actuator-level and estimator-level signals together

with millimeter-accurate external ground truth on a commercially available nano-scale platform.

Baseline experiments across three tasks demonstrate behaviors that are difficult to observe in larger-

vehicle benchmarks. For system identification, a rigid-body physics model achieved sub-millimeter

one-step prediction accuracy but accumulated error beyond a 100 ms horizon, whereas a hybrid

physics-plus-residual model delivered the best overall long-horizon performance. For controller

benchmarking, the Mellinger geometric controller reduced trajectory divergence by two orders of

magnitude relative to cascaded PID control, while MPPI showed a 75% divergence rate, high-

lighting the need for platform-specific tuning within the limited 0.6 N thrust envelope. For state

estimation, the onboard EKF maintained sub-22 mm absolute trajectory error at slow and medium

speeds but became inconsistent at higher speeds, indicating a practical estimation limit for the 168

MHz Cortex-M4 platform.

7.2 Limitations

Each contribution in this dissertation is developed under a specific set of assumptions, and those

assumptions define where the results should and should not be expected to hold. POF+MADER

relies on a constant-velocity motion model, which is suitable for short-horizon prediction but

cannot capture more complex behaviors such as coordinated turns, evasive maneuvers, or abrupt

heading changes. Its Gaussian noise model is also matched more closely to motion-capture and

conventional IMU-based localization noise than to the non-Gaussian error characteristics often

encountered in vision-based detection, such as partial observations, multi-modal uncertainty, or

intermittent failures. In addition, the hardware validation was performed in a controlled indoor

arena with only two dynamic obstacles, so the framework has not yet been tested in outdoor

conditions or in denser multi-obstacle environments.

SynTraG is limited by the structure of its generator. Although the four motion primitives
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cover a useful range of aerial behaviors, they do not capture interaction-driven dynamics such

as flocking, pursuit-evasion, or obstacle-aware goal-directed motion. As a result, the dataset is

valuable for controlled benchmarking, but it does not yet represent the full behavioral complexity

of real multi-agent aerial scenes.

AeroCast was trained and evaluated on a single hybrid dataset consisting of indoor quadrotor

trajectories and parametrically generated synthetic data. Its behavior in outdoor environments,

on larger aerial vehicles, or on biological agents such as birds has not yet been established. The

current evaluation also focuses on single-obstacle forecasting; extending the method to settings with

multiple interacting agents would likely require additional mechanisms, such as interaction-aware

attention. Finally, the observed ECE range of 0.64 to 0.68 suggests that there is still room to

improve probabilistic calibration through techniques such as temperature scaling or other post-hoc

recalibration methods.

NanoBench is also bounded in scope. It is built on a single platform, the Crazyflie 2.1, and

all data were collected in one indoor motion-capture environment. The benchmark therefore does

not yet cover outdoor flight, GPS-based estimation, or visual-inertial odometry. In addition, al-

though the battery-drain experiments span the full discharge curve, those trajectories were recorded

only during hover, leaving the effect of voltage-dependent thrust degradation during aggressive

maneuvers largely unexplored.

7.3 Future Work

Several natural directions follow from the contributions and limitations of this dissertation.

The most direct next step is to integrate AeroCast with POF+MADER in an end-to-end pipeline,

replacing the Kalman Filter-based obstacle predictor with Transformer-MDN forecasts and incor-

porating the predicted Gaussian mixture outputs directly into the planner as probabilistic collision

constraints. Such an integration would connect the planning and prediction objectives of the disser-

tation more tightly and would allow direct evaluation of whether improved probabilistic forecasting

leads to measurable planning-level safety gains.

A second direction is to extend AeroCast beyond single-obstacle prediction to scenarios involv-
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ing multiple interacting agents. Graph-based attention mechanisms or other factored representations

could model dependencies among correlated obstacles, such as birds flying in a flock or drones

moving in formation, without requiring a separate predictor for every agent. A related extension

would be online adaptation, where the predictor gradually specializes to agents observed over longer

durations in persistent monitoring or surveillance settings.

A third direction concerns deployment outside controlled indoor environments. One prac-

tical improvement would be to incorporate measured or estimated wind information into the

process-noise model of the probabilistic filter so that prediction remains reliable when the constant-

velocity assumption is violated by environmental disturbances. Another would be to integrate

POF+MADER with vision-based SLAM, enabling operation in GPS-denied outdoor environments

while also introducing new estimation challenges that remain open in the current framework.

Finally, NanoBench can be extended in several ways. Adding battery-drain data for aggressive

maneuvers, outdoor experiments with GPS-based estimation, and trajectories from additional nano-

scale platforms would make the benchmark more broadly useful. These extensions would also

support cross-platform comparisons of modeling, control, and state-estimation methods at the nano

scale.
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